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Abstract Massive open online courses (MOOCsS) provide hundreds of students with teach-
ing materials, assessment tools, and collaborative instruments. The assessment activity, in
particular, is demanding in terms of both time and effort; thus, the use of artificial intelligence
can be useful to address and reduce the time and effort required. This paper reports on a
system and related experiments finalised to improve both the performance and quality of
formative and summative assessments in specific data science courses. The system is devel-
oped to automatically grade assignments composed of R commands commented with short
sentences written in natural language. In our opinion, the use of the system can (i) shorten
the correction times and reduce the possibility of errors and (ii) support the students while
solving the exercises assigned during the course through automated feedback. To investigate
these aims, an ad-hoc experiment was conducted in three courses containing the specific topic
of statistical analysis of health data. Our evaluation demonstrated that automated grading
has an acceptable correlation with human grading. Furthermore, the students who used the
tool did not report usability issues, and those that used it for more than half of the exercises
obtained (on average) higher grades in the exam. Finally, the use of the system reduced the
correction time and assisted the professor in identifying correction errors.

Keywords Assessment - Automated grading - NLP - ML - Embeddings - SVM
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1 Introduction

Massive open online courses (MOOCs) are designed to provide students with teaching
materials, assessment tools, and collaborative instruments. For the assessment activity, the
formative assessment occurs during the execution of a course to verify the students’ learning
progress (by the teacher or by the students themselves), whereas summative assessment
occurs at the end to determine the learning outcomes [28]. The manual grading of assignments
is a tedious and error-prone task, and the problem particularly aggravates when such an
assessment involves a large number of students, such as in MOOC:s. In such a context, the
use of artificial intelligence can be useful to address these issues [36]. This will automate the
grading process to assist teachers in the correction and enable students to receive immediate
feedback, thus improving their solutions before the final submission.

Considering this, our specific problem regards the automated grading of assignments,
the solutions of which are composed of a list of commands, their outputs, and possible
comments. The proposed approach addresses the problem by defining the distance between
the solution given by the student and the correct solution (given by a professor).

The study focuses on assignments, the solutions of which constitute commands written
in R language [45], their outputs, and explanations of the results through short answers
written in the Italian language. The implementation relies on state-of-the-art natural language
processing combined with a code analysis module to build an interactive assessment tool. In
our opinion, the use of the tool can (i) shorten the correction times and reduce the possibility
of errors, (ii) support the students while solving the exercises assigned during the course
through automated feedback, and (iii) increase the learning outcomes of the students that use
the system as a formative assessment tool.

To investigate these aims, an ad-hoc experiment was conducted for three courses con-
taining the specific topic of statistical analysis of health data, during which the tool was used
first for formative assessment and then for summative assessment. In particular, students
were invited to use the tool for formative assessment while doing their homework, use the
automated feedback, and report on the system usability. At the end of the homework, a
professor provided the manual (and final) feedback. As a summative assessment tool, the
exams were then randomly corrected either manually or through the automated system. We
measured the performance of the binary classifier for predicting the correctness of the short
sentences, overall quality of the automated system to predict the manual grading (i.e., code
and short sentences), system usability, correction performance, and the impact of the use of
the system in terms of the students’ final grading.

The remainder of this paper is structured as follows. Section 2 discusses the application
scenario and educational influence of the proposal, i.e., the specific problem that suggested
the general approach, and related implementation. Section 3 summarises the related work on
the automated grading of open-ended sentences and code-snippets. Section 4 describes the
classification and grading processes; it details the data, experimental setup, features used to
classify the student answers as correct or incorrect, related results in terms of accuracy, F1,
Cohen’s K, and the system’s ability to predict the manual grade. Sections 5 and 6 present the
results regarding the use of the tool during formative and summative assessment activities,
respectively. Section 7 discusses the results, highlighting the identified limitations. Finally,
Section 8 summarises the work and key results.
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2 Application scenario and educational impact

The Health Informatics course in the Master’s degree program in Medicine and Surgery at the
University of L’Aquila (Italy) is organised in two parts. The first part regards the theoretical
aspects of health informatics, while the second part is practical and focuses on the execution
of statistical analyses in R and correct interpretation of the results in the corresponding
clinical findings. The practical part is the only topic for the Information Systems course for
the two Master degrees in Prevention Sciences and Nursing Sciences.

With specific regard to the practical part of the three courses, students complete sev-
eral exercises as homework, after having attended the lessons, and finish the part with a
practical assessment. The exercises and final exam have the same structure: they begin with
the definition of the dataset and list the analyses and technical/clinical interpretations that
should be performed. The analyses must be performed through R commands and can be de-
scriptive (e.g., mean, sd), inferential (e.g., t.test, wilcox.test), and for testing normality (e.g.,
shapiro.test). For the interpretation of the results, students must be able to understand, e.g.,
whether the test for normality suggests that the distribution should be considered normal, or
whether a hypothesis testing is statistically significant.

For example, let us consider the following assignment:

Exercise 1 Consider the following dataset:

Subject | Surgery | Visibility | Days
1 A 7 7
10 | B \ 16 | 12
20 | C \ 19 | 4

The data included 20 subjects (variable Subject) that underwent three different surgical
operations (variable Surgery). We observed the scar visibility (variable Visibility) in terms
of ranks ranging from “1” ( best) to “20” ( worst). We also measured the hospital stay
(variable Days).

1. Calculate the mean (with confidence intervals) and standard deviation of the hospital
stay.

2. Calculate the absolute and relative frequencies (with confidence intervals) of the surgical
operations.

3. Verify whether the hospital stay can be considered as extracted from a normal distribu-

tion.

Comment on the result.

5. Calculate the median, 25", and 75" percentile of the hospital stay for the different

surgical operations.

Verify whether the aspect of the scar is different among the different surgical operations.

7. Comment on the result.

R

S

Submit as a solution, text containing the list of R commands with the respective output
and your interpretation of the analyses of Items 3 and 6.

Concerning Item 6, because the scar visibility is qualitative and the number of different
surgeries is three, the student should use a Kruskal-Wallis test. Such a test is executed in R
through the command
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kruskal.test(data = exam, Visibility ~ Surgery)
Kruskal—Wallis rank sum test

data: Visibility by Surgery
Kruskal—Wallis chi—squared = 9.8959, df = 2, p—value = 0.007098

Listing 1 Solution to Item 6 of Exercise 1

From the p-value, which is less than 0.05, the student can then conclude that it is highly
unlikely that the difference in Visibility occurred by chance, and therefore, it could be a
consequence of the different surgeries. This conclusion is the solution to Item 7 of the
assignment.

Even though the results reported in this paper focus on assignments regarding the statis-
tical analysis of health data in R, this proposal can be applied to other domains and languages
such as the following problem of classification in a hypothetical course in machine learning.

Exercise 2 We have a classification problem to be addressed using a support vector machine
(SVM) classifier. Let us suppose that we have the model saved in file svm_model .mat and
the features in file features.csv. In MATLAB, we load the necessary files, apply the
classification, and interpret the result.

The solution is straightforward:

>> load ( ’svm_model.mat ")
>> x = csvread(’'features.csv’)

0 0
>> predict (svm_model, x)
ans =

1

>> % The classifier considered the sentence to be incorrect

Listing 2 Example of assignment regarding machine-learning solved in MATLAB

Given such an educational scenario, the proposed tool supports both formative and
summative assessment as follows (see Figure 1). As a formative assessment instrument, it
can provide students with both textual feedback and an estimated evaluation of the quality
of the submitted solution, and it enables teachers to monitor the students’ progress with the
homework. At this point, the feedback provided to the students regards which commands
were correctly issued, which commands contained an error either in the call or in the passed
data, which commands were missed, and whether the comments were correct. The feedback
can be requested by the student during the execution of the homework. As a summative
assessment instrument, the tool can be used by the teacher to shorten and improve the
manual correction activities. Accordingly, this has several expected educational benefits.
For students, these include the ability to support their understanding of the commands
and interpretation of the results. Consequently, students should be able to improve their
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Fig. 1 Application scenario and educational impact

final learning outcomes. Accordingly, the professors should expect a decreased number of
returning students. Specifically for professors, the tool should be able to reduce their workload
in terms of both evaluation time and errors.

3 Background

Several solutions have been previously proposed to perform automated grading of open-
ended and code-snippet answers [12,48].

For those addressing open-ended answers, the common task is to assign either a real-
valued score (e.g., from “0” to “1”) or to assign a label (e.g., “correct” or “irrelevant”)
to a student response. However, these attempts have mainly focused on English, whereas
our courses and exams are in Italian. Several existing approaches to short-answer grading
rely on knowledge bases and syntactic analyses [44], which are available only for a limited
set of languages. More recent studies have exploited the potential of vector-based similar-
ity metrics to compare the students’ answers against a gold standard [49], similar to the
distance-based features described in Section 4.2. Such features have been further explored
in [41] to include a number of corpus-based, knowledge-based, word-based, and vector-
based similarity indices. Recently, few studies have been presented using transformer-based
architectures [20] and neural network classifiers to perform short-answer grading [39,51].
Although neural approaches have demonstrated acceptable performance and generalisation
capabilities across domains [50] and languages [13], they typically require large amounts
of data to learn an accurate classification model, as confirmed in the studies cited above.
Because our dataset consists of only approximately 1,000 training examples, in our case we
adopt an embedding-based approach to represent them using a non-neural classifier.

For code-snippets questions, the automated assessment of student programming assign-
ments was first attempted in the sixties [29]. Currently, the available tools use either manual,
automated, or semi-automated approaches. The manual assessment tools assist the teacher
in assessing the students’ assignments; however, the assessment itself is performed manu-
ally by the professor [17]. Automated assessment tools proceed autonomously through the
evaluation [14, 8]. Semi-automated tools require the instructor to perform additional manual
inspections to validate doubtful cases [31]. Furthermore, the available tools can either follow
an instructor-centred, student-centred, or hybrid approach, based on whether they support
the teacher, student, or both, respectively. Moreover, the available tools can offer a prelimi-
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nary validation of the solution [40], a partial feedback, e.g., by displaying the results of the
automated grading before the final submission [21], or can include the instructor review, i.e.,
the partial feedback specifies that the solution will be reviewed by the teacher [25]. In terms
of the correction strategy, the available tools either compile and execute the submitted code
against test data (to compare the obtained results with the expected ones) [34] or analyse the
students’ source code statically to understand its correctness [22]. In terms of programming
languages, most of these solutions focus on Java, C, or C++ [48]. In the specific context
of MOOC:s, several systems have been reported [23,19,5]. Unfortunately, to the best of our
knowledge, none of the systems focus on R, which is the programming language in which
we are interested.

In this context, in [3], we address the problem discussed in Section 2 by introducing an
approach valid for assignments, the solutions of which can be represented as a list of triples
containing the command, its output, and a possible comment. In the proposed approach, a
solution provided by a student is compared with the correct solution given by the professor.
Hence, a student can

— provide a correct command that returns the correct output;

— provide a command with an error either in the call (e.g., a t.test command without the
required paired=TRUE option) or in the passed data. In both cases, the returned output
is different from that of the professor.

— miss the command;

— interpret the result in the correct/incorrect manner.

Thus, we count the number of missing commands (i.e., commands that are in the correct
solution, however not in the submitted solution), number of commands with a different output
(i.e., commands that are in both solutions, yet differ in terms of the output), and whether
the i — th comment can be considered correct. We then define the distance between the two
solutions as follows:

d=wn- M+wq-D+Y we (1-G), (N
i

where wy, is the weight assigned to the missing commands; M is the number of missing
commands; wy is the weight assigned to the commands with different outputs; D is the number
of commands with different outputs; w, is the weight assigned to the distance between the
comments, and C; = 1 if the comment is correct or C; = 0, otherwise. Clearly, if the number
of missing commands, commands with different outputs, and incorrect comments is high,
the distance is large. In the final step, the distance is converted into the final grade. In Italy,
a grade is a number ranging from “0” to “30”, plus a possible additional mention of “cum
laude” customarily considered as “31”. An exam is passed with a grade greater than or equal
to “18”. Accordingly, with a simple proportion, the tool converts a distance equal to zero to
the grade of “31”, and a maximum distance (that depends on the number of commands and
comments required to solve the assignment) as the grade of zero.

For example, we consider the sample assignment discussed in Section 2 and assume
the weights w,, = 0.051, wy; = 0.014, and w, = 0.03 (Subsection 4.4.2 discusses how these
were experimentally calculated). The solution requires 15 commands and 2 interpretations
of the normality and hypothesis tests. The best solution is the one with M =0, D = 0, and
C) = C, = 1, which results in a distance d, = 0 and grade G, = 31. Conversely, the worst
solution is the empty solution, with M = 15, D = 0, and C; = C, = 0, with a distance of
dy,, = 0.825 and grade G,, = 0. Therefore, the grade G is calculated from distance d as
follows:
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Accordingly, a sufficient solution, i.e., with a grade of “18”, requires a distance d; = 0.345,
that can be obtained, for example, with M = 6, D = 3, and C; = C; = 0. That is, a student
can pass the exam by submitting six (over 15) correct commands and three commands with
a mistake either in the command or passed data, without providing an interpretation of the
tests.

The aforementioned approach is implemented in a tool with the following characteristics:
it provides an automated grading of assignments, follows a hybrid approach, uses static source
code analysis for the code snippets and a supervised classifier based on sentence embeddings
for the open-ended answers, provides partial feedback to the students, and includes an
instructor review. The tool focuses on assignments such as those discussed in Section 2, i.e.,
with solutions implemented as a set of R commands and comments written in the Italian
language. In a preliminary implementation [3], the weights were fixed to w,, = 1, w; = 0.1,
and w, = 0.1, and C; was calculated as the Levenshtein string similarity distance between the
student answers and correct answers [37], divided by the length of the longest string, to return
a distance in the range [0,1]. It is clear that string similarity captures the lexical rather than
semantic similarity [26]; therefore, it can assign a low similarity score to strings conveying
the same concept with a different lexical choice (and vice versa). For example, given the
sentence “The difference is statistically significant”, the adopted string similarity distance
would consider the sentence “The difference is not statistically significant” (that conveys
the opposite concept) only 0.085 distant. However, the tool demonstrated an acceptable
ability to predict the grade given by the professor (R* = 0.740) [3]. In [18], we reported
on an experiment that demonstrated the potential of a supervised classification approach
for capturing semantic similarity between two strings using sentence embeddings, which
resulted in acceptable F1 and accuracy values.

The experiment is fully detailed in this paper, i.e., the optimal weights are derived with
a maximum-likelihood estimation procedure. The approach of generating the embeddings
and using a supervised classifier was compared with BERT [20] and a baseline consisting
of only distance-based features. The tool was implemented in the UnivAQ Test Suite [7]
(i.e., an assessment system developed to support a wide range of questions, with adaptive
capabilities [2] and high flexibility, implementing artificial intelligence methods, with a
responsive interface) and has been extensively tested with students. The tool implementation
is displayed in Figure 2. As indicated, the tool grades the assignments as follows: (i) executes
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the static analysis of the student solution (i.e., by extracting the list of commands, outputs,
and possible comments (static code analysis module)), (ii) processes the comments through
the natural language processing engine (NLP analysis module), (iii) classifies the comments
as correct/incorrect through the R engine (classification module), and (iv) measures the
distance and assembles the notes (distance calculator module). The NLP engine converts
each comment into a sentence embedding aimed at providing a semantic representation of the
content. This is also undertaken for the correct answer, against which the student’s comment
is compared. Moreover, another set of similarity-based features is computed by measuring the
distance between the comment and the correct answer (for details, see Section 4.2). The NLP
engine is implemented as a Python server and called by the tool via a REST interface. The
reason behind this implementation is that the language models used by the engine to generate
the embeddings are reasonably large, and loading them into the engine would require time.
Therefore, with such a solution, the models are loaded only when the server starts and then
used when the embeddings are generated. Finally, the R engine receives the features from
the NLP engine and uses careT and 1071 [33,43] to perform the classification.

4 Classification and grading

As mentioned in the previous section, the tool must analyse the code and classify the
comments. For the static code analysis, we refer to Listing 3 (part of the solution given to
the assignment presented in Section 2).

> kruskal.test(data = exam, Visibility ~ Surgery)
Kruskal—Wallis rank sum test

data: Visibility by Surgery
Kruskal—Wallis chi—squared = 9.8959, df = 2, p—value = 0.007098

# The difference in visibility between the different surgeries was statistically
< significant because p < 0.05

Listing 3 Sample command, output and comment

Extracting the command (line 1), respective output (lines 3—6), and comment (line 8) is
straightforward, as is the comparison of the command and output with the solution given by
the professor (e.g., whether it is the same command or whether it has produced the same
output).

The comment is passed to the NLP engine, which extracts the features that are then used
by the R engine for classification. For this purpose, a supervised model was trained to build
a classifier that could determine whether a comment was correct or did not give the correct
answer. In general, the goal of this classification step was to capture the similarity between
the student’s answer and correct answer, and a high similarity led to a pass judgement. Two
real examples from the dataset are reported below, translated into English.

Correct answer:
(Student) the p-value is less than 0.05; hence, the result on the sample is statistically
significant and can be extended to the population.
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Incorrect answer:
(Student) the p-value is > 0.05; hence, the result is statistically significant, or in
other words, the wound appearance does not depend on the type of surgery.

(Gold) Given that the p-value is < 0.05, I can generalise the result observed in
my sample to the population, hence, there is a statistically significant difference in
the appearance of the wound between Surgery A and Surgery B.

The task was extremely challenging as the sentence pairs in the dataset demonstrated
a high level of word overlap, and the discriminant between a correct and incorrect answer

TR

could be only the presence of “<” instead of “>”, or a negation.

4.1 Data

To train the classification model, we built the dataset available at [1], which contains a list
of comments written by students with a unique ID, their type (if given for the hypothesis
or normality test), their ‘correctness’ in a range from “0” to “1”, their fail/pass result,
accompanied by (i) the gold standard (i.e., the correct answer) and (ii) an alternative gold
standard. All students’ answers were collected from the results of real exams; all gold standard
answers, the correctness score, and pass/fail judgment were assigned by the professor who
evaluated such exams.

To increase the number of training instances and achieve a superior balance between the
two classes, we also manually negated a set of correct answers and reversed the corresponding
fail/pass result, thereby adding a set of (iii) negated gold standard sentences. The sentences
of all students and gold standard sentences were in the Italian language. In summary, the
dataset contained 1,069 student/gold standard answer pairs, 663 of which were labelled as
“pass” and 406 as “fail”.

4.2 Feature description

The NLP engine returns two different types of features to assess the similarity between two
sentences. The first set of features consists of the sentence embeddings of the two solutions
to represent the semantics of the two texts in a distributional space. The second consists of
distance-based features between the student’s comment and the correct answer to assess the
similarity of the two sentences at the lexical and semantic levels.

For the creation of the embeddings, we relied on fastText [9,27], a library developed at
Facebook to learn word representations and convert them easily into sentence representations
if text snippets are given in the input, as in our case. One of the main advantages of fastText
is the fact that several pre-trained models for different languages are made available from the
project website, without the requirement to retrain such computationally intensive models.
More importantly, it can address rare words using subword information, such that the issue of
unseen words is mitigated. The representation of the sentences is then obtained by combining
vectors encoding information on both words and subwords. For our task, we adopted the
precomputed Italian language model! trained on Common Crawl and Wikipedia. This was
particularly suitable for our task as Wikipedia includes scientific and statistics pages, making
the specific domain of the exam under consideration well represented by the model. The

I https://fasttext.cc/docs/en/crawl-vectors.html.
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embeddings were created using continuous bag-of-words with position-weights, a dimension
of 300, character n-grams of length 5, and a window of size 5 and 10 negatives.

We relied on recent work on natural language inference to choose how to combine the
student’s answers and correct answer representations into a feature vector. Indeed, our task
could be cast in a manner similar to inference, as the student’s answer should be entailed by
the correct answer to obtain a pass judgement. Therefore, we opted for a concatenation of the
embeddings of the premise and hypothesis [11,32], which has been proven effective for the
task of textual inference. Because each sentence is represented as embeddings of 300 dimen-
sions, the result obtained through concatenation was 600-dimensional. This representation
was then input directly to the classifier.

In addition to sentence embeddings, we extracted a set of seven distance-based features,
which should capture the lexical and semantic similarity between the students’ answers
and correct answers. We preprocessed the answers by removing stopwords (e.g. articles or
prepositions) and transcribing the mathematical notations into natural language (e.g., “>"
as “maggiore” (greater)). The text was then processed with the TINT NLP Suite for Italian
[4] to obtain part-of-speech (PoS) tagging, lemmatisation, and affix recognition.

The output from TINT was then used to compute the following distance-based features:

— Token/Lemmas overlap: A feature representing the number of overlapping tokens/lemmas
between the two sentences normalised by their length. This feature captures the lexical
similarity between the two strings.

— Presence of negations: This feature indicates whether a content word is negated in one
sentence and not in the other. For each sentence, we identify negations according to the
‘NEG’ PoS tag or the affix ‘a-" or ‘in-’ (e.g., “indipendente”), and then consider the first
content word occurring after the negation. We extract two features, one for each sentence,
and the values are normalised by their length.

Four additional distance-based features were computed using the sentence embeddings
generated in the previous step and the single word embeddings, obtained again with fastText
[10]:

— Cosine of sentence embeddings: We computed the cosine between the sentence embed-
dings of the students’ answers and that of the correct answers. When represented in the
same multidimensional space, the embeddings of two sentences with similar meanings
were expected to be closer.

— Cosine of (lemmatised) sentence embeddings: the same feature as the previous item,
with the only difference being that the sentences were first lemmatised before creating
the embeddings.

— Word mover’s distance (WMD): WMD is a similarity measure based on the minimum
amount of distance that the embedded words of one document must move to match the
embedded words of another document [35]. Compared with other existing similarity
measures, it functions well when two sentences have a similar meaning despite having
limited words in common. We applied this algorithm to measure the distance between the
solutions proposed by the students and the correct solutions. Unlike the previous features,
this measure was computed by considering the embedding of each word composing a
sentence.

— WMD (lemmatised): The same feature as the previous item, with the only difference that
the sentences were lemmatised before creating the embeddings.

In the classification experiments, we grouped and compared the features as follows:
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— Sentence embeddings + distance features: We concatenated the 600 dimensional vector
encoding the student and correct answer with the seven distance features described
previously;

— Only sentence embeddings: the classification model was built using only the 600-
dimensional vectors, without explicitly encoding the lexical and linguistic features of
the student’s comment and the correct answer.

As a baseline, we also computed the classification results obtained without sentence
embeddings, using only the seven distance features.

4.3 Parameter setting

The classifier was implemented through a tuned SVM [47]. We initially found the best C and
v parameters using grid-search tuning [30], through a 10-fold cross-validation, to prevent
over-fitting the model and better address the dataset size, which was not large. The best
parameters were C = 10* and y = 27° for the complete setting (i.e., embedding + distance
features). With the same approach, we also tuned the classifier when the input was only the
concatenated sentence embeddings as features (i.e., without distance-based features), thus
finding the best parameters of C = 10% and y=273.

4.4 Results
4.4.1 Evaluation of answer classification

The tuned models presented in the previous subsection yielded the results summarised in
Table 1.

Embeddings Embeddings
and distance only

Accuracy | 0.891 0.885
Balanced accuracy | 0.876 0.870
FI score | 0914 0.909

Cohen’s K | 0.764 0.752

Table 1 Accuracy, balanced accuracy, F1 score, and Cohen’s K

The results indicate only a slight improvement in performance when using distance-based
features in addition to sentence embeddings. This outcome highlights the effectiveness of
using sentence embeddings to represent the semantic content of the answers in tasks where
the students’ answers and gold standards were similar. In fact, the sentence pairs in our
dataset indicated a high level of word overlap, and the only discriminant between a correct
and incorrect answer was sometimes only the presence of “<” instead of “>”, or a negation.
We manually inspected the misclassified and correctly classified pairs to verify whether there
were common patterns shared by the two groups. From a surface point of view, no differences
could be observed: the average sentence length, lexical overlap between pairs, and presence
of negations were equally present in the misclassified and correctly classified pairs. The only
remarkable difference was the presence, among false negatives, of pairs that belonged to
the Pass class yet were manually graded as “partially correct”, mainly because the student’s
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wording was not fully precise, whereas the professor could infer that the meaning of the
answer was correct. Such cases were also not necessarily clear-cut for a human grader and
mostly led the classifier into error.

The baseline classifier, obtained using only the seven distance-based features, yielded
an F1 score of 0.758 for the Pass class and 0.035 for the Fail class, indicating that these
features contribute to a superior assessment of matching pairs yet do not provide useful
information concerning the other class. For comparison, we also experimented with feature
vectors obtained using BERT [20], which processes words in relation to all the other words
in a sentence, rather than one-by-one in order. BERT models can therefore judge the full
context of a word by considering the words that precede and follow it. We tested these models
because they have achieved state-of-the-art performance in natural language inference tasks
[53], which inspired the choice to concatenate the students’ answers and correct answers
in the proposed approach. They were also successfully applied to short-answer grading on
English data, with larger datasets than ours [39,50]. In our experiments, we adopted the Base
Multilingual Cased model?, covering 104 languages with 12 layers, 768 dimensional states,
12 heads, and 110M parameters. We fine-tuned the classifier using a maximum sequence
length of 128, a batch size of 32, and a learning rate of 27>, executing it for five epochs. The
model, however, did not converge, and no stable results were achieved, likely because of the
limited dimension of the training set. We concluded that it could be possible to adopt this
kind of transformer-based approach only if more training data were collected.

4.4.2 Comparison of manual vs automated grading

This subsection reports on the quality of the automated grading with respect to manual
grading. Specifically, the automated grading tool was used to grade the solutions of a set of
assignments used in one year of exams, from December 2018 to September 2019. The results
were then compared with the grades assigned by the professor. The comparison consisted of:

— in terms of the numerical grade:
— the intraclass correlation coefficient [6] to measure the level of agreement of the
automated/manual grading;
— the linear regression [52] to understand whether and how the manual grade could be
predicted by the automated grade;
— in terms of a dichotomic fail/pass grade:
— the Cohen’s K [16] to measure the level of agreement of the automated/manual
grading.

We analysed 122 solutions belonging to 11 different assignments, all with the same
structure as the assignment in Section 2. The solutions were submitted in ten different as-
sessment rounds. The average grade was 24/30 (s.d. 7); 18% of the solutions were considered
unsatisfactory to pass the exam.

By comparing the manual and automated grades, the intraclass correlation coeflicient
was measured as 0.893, with 95% confidence intervals of [0.850,0.924]. Such a value can
be interpreted as an excellent indication of agreement between the two sets of grades [15].

Figure 3 displays the manual/automated grades and linear regression line with confidence
intervals, where the automated grade is the independent variable and the manual grade
is the dependent variable. The linear regression model was statistically significant (p <
0.001) and resulted in an R%0£0.829. This result indicates that the data were close to the

2 https://github.com/google-research/bert/blob/master/multilingual.md
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Fig. 3 Linear regression

regression line, and therefore, there was an excellent linear relationship between what was
measured automatically and what was assessed by the professor. Furthermore, by observing
the regression line (MANUAL = 3.544-0.902- AUTOMATED), itis clear that the automated
grading tool was more “conservative” than the professor, i.e., it returned lower grades on
average. Finally, compared with the results achieved with the first implementation of the tool
(see Section 3), we measured an increase of 0.089 points in R2.

By transforming the numerical grades into dichotomic pass/fail outcomes, the agreement
measured with Cohen’s K was 0.71. This value is close to satisfactory. However, ten solutions
that were considered insufficient and another two that were considered sufficient were instead
considered as the opposite by the professor. These exams were the points in Figure 3 in the
top-left and bottom-right portions of the Cartesian plane.

The final step performed was the calibration of the entire grading process, i.e., to deter-
mine the best values for the weights w,,, wy, and w, of Eq. (1) such that, on average, the
automated grade equalled the manual grade. A maximum-likelihood estimation [46] was
then performed, which returned the following values: w,, = 0.050630, w,; = 0.014417, and
we = 0.026797. Using these weights, the prediction of the manual degree from the automated
degree is depicted in Figure 4.

5 Formative assessment

Students were invited to participate voluntarily in the use of the system as a formative
assessment tool during the course. A total of 36 students participated in the study.

Figure 5 displays the interface used by the students to proceed with the exercises. The
dashboard indicates a summary of the reservations, the available exercises, and the results
(Figure 5-a). From the dashboard, a student could open the list of available exercises through
either the link “Go to test”, or the menu (Figure 5-b). Upon clicking on the “Attend” button,
the system displays the assignment (Figure 5-c): the student can read the exercise, copy/paste
his/her analyses from R into the system, and then invoke the tool through the “Solve and
suggest corrections” button. Figure 5-d indicates the feedback received by the system, with
the correct commands and outputs (in green), correct commands with incorrect output (in
blue), missing or incorrect commands (in red), and estimate of the final grade.
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Fig. 4 Linear regression from maximum likelihood estimation

The screenshot regarding the exercise (i.e., Figure 5-c) displays, at the top, the text of the
exercise; in the centre, an input area where the solution can be copied/pasted from R; on the
right, a green question mark button that can be used to obtain help regarding the assignment;
and at the bottom, three buttons that can be used to request feedback on the solution, save the
solution, and go to the next part of the assignment. The screenshot in Figure 5-d) displays
the feedback received by the tool (i.e., the textual notes and grade calculated as described in
Section 3). In particular, the feedback reports that a normality test was calculated correctly
(in green), another — although the command seemed correct — returned an incorrect value
because either the data or the command syntax was incorrect, the t-test was not issued, and
the estimated grade was 0.78 (ca 24/30).

To analyse the user experience with the formative assessment tool, we used the after sce-
nario questionnaire (ASQ) [38]. The questionnaire was composed of three simple questions,
i.e., Q1 = “Overall, I am satisfied with the ease of completing the tasks in this scenario”,
Q2 = “Overall, I am satisfied with the amount of time required to complete the tasks in this
scenario”, and Q3 = “Overall, I am satisfied with the support information (online help, mes-
sages, documentation) when completing the tasks”. Each question allowed an answer from
“1” to “7”, where “1” indicated “Strongly disagree” and “7” indicated “Strongly agree”. We
opted for the ASQ because it touches upon the three fundamental areas of usability (i.e.,
effectiveness with Q1, efficiency with Q2, and satisfaction with Q1, Q2, and Q3) with only
three questions, where the higher the rating, the better the perceived usability. The results
did not highlight particular problems: on average, Q1 =5.2,0> = 5.2, and Q3 = 5.5.

To complement these results, we asked the students how they used the tool. The answers
indicated that they iteratively used the system to receive feedback and refine the solution
until achieving the highest possible grade, verify the preparation for the final exam (62%),
understand the correct statistical method to solve the problem (54%), and understand their
mistakes (50%). The majority of the students (85%) asked to improve the feedback to better
explain the mistake (i.e., why the analysis was not the correct one).

Figure 6 displays how students used the system with respect to the examination dates.
Not surprisingly, most of the students used the system close to the examination date. In terms
of time difference, calculated as the date of the exam minus the date of the exercise, we
measured a mode of one day and a median of two days. Therefore, the majority of students
used the system the day before the exam, with a central tendency of two days.
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Fig. 5 User interface for students — formative assessment task. From top-left to bottom-right: (a) dashboard,

(b) list of available exercises, (c) exercise, and (d) feedback. English translation in Appendix A

6 Summative assessment

As a summative assessment tool, in this section we report on the ability of the tool to
increase the correction performance, support the professor in avoiding errors, and help

students achieve improved grades.
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6.1 Correction performances

Figure 7 depicts the interface that can be used by a professor to manually correct an as-
signment. The manual correction page displays a list of the available exercises (Figure 7-a),
with information regarding the name of the exercise, submission date/time, student, grade,
and two buttons: one to go to the correction page, the other to display the corrections in a
pop-up dialog. By clicking on the first button, the correction page is displayed (Figure 7-b).
As depicted in the figure, the interface presents (i) the name of the exercise, (ii) the name of
the student, (iii) the text area where the professor can write his/her evaluation notes, (iv) the
final grade, (v) a set of buttons to save the evaluation, collect the notes from the test sections,
and send a notification email to the student, and (vi) the list sections of which the test is
composed (in the figure, the actual exercise, ASQ, and engagement questionnaires) that can
be opened by clicking on the section title. Once opened (see Figure 7-c), the system displays
a text area where the professor can write notes regarding the test section, the section grade,
and a button to save the corrections, followed by the list of questions of which the section is
composed. The figure displays the question opened, and in particular, the part of the answer
given by the student. By scrolling to the bottom (see Figure 7-d), the system displays a
text area for writing notes, an input text for the question grade, and two buttons to save the
evaluation and activate the automated tool. If activated, the notes and grade produced by the
tool overwrite the text area and input text.

In our experiment, a professor was asked to correct all the assignments of an assessment
session, randomly with or without the aid of the automated grading tool. There were 44
assignments in total: 21 were evaluated without the tool and 23 with the tool. We measured
both the time (in seconds) to evaluate the assignment ¢ and its normalisation in terms of the
length of the assignment #;, to consider the possible bias of the different solutions’ lengths.

Manual Automated
N Mean (SD) N Mean (SD) Reduction (%) p-value
t

r | 21 86.77 (66.02) 23  58.05 (62.85) 33% 0.00508 *

21  148.08 (86.33) 23  84.61(34.99) ‘ 43% ‘ 0.00008 **

Table2 Summary of analysis of correction performances. Times in seconds. Normalised times in milliseconds

The results are summarised in Table 2. The time taken to evaluate an assignment, on
average, reduced from approximately 148 s to 85 s, i.e., a 43% reduction. In a similar case
for the normalised time, the reduction was marginally less (i.e., 33%). Both reductions were
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statistically significant. We used a Wilcoxon rank sum exact test to calculate the p-value
because the distributions of ¢ and #; were not normal (verified with a Shapiro-Wilk test).

Finally, the 21 assignments manually evaluated by the professor were verified with the
help of the automated tool; a further minor error was identified (a result was incorrect owing
to a capitalisation error by the student).

6.2 Learning outcomes

The final research objective addressed whether students who used the tools for formative
assessment demonstrated improved learning outcomes. With respect to students that did not
use the system, Group 1, we compared the learning outcomes to those (i) who used the system
for at least one exercise, (Group 2) and (ii) used the system for more than half of the proposed
exercises, Group 3. We then measured the average degree obtained on the final exam (see
the top of Table 3). The students from the first group achieved an average final degree of
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21.7; the second group achieved 24.7; and the third 26.3. Both differences (i.e., Group 2 vs.
Group 1 and Group 3 vs. Group 1) were statistically significant (p = 0.0101 and p = 0.0146).
As with the performance, we used a Wilcoxon rank sum exact test to calculate the p-value
because the distributions of the grades were not normal (verified with a Shapiro-Wilk test).

The higher grades of the students that used the system can be clearly mediated by other
aspects such as previous knowledge of R and greater motivation. For the first confounding
factor, given the fact that the students were from high school, it is quite unlikely that they could
have developed a knowledge of R. For motivation, we measured the learners’ engagement
using the User Assessment Engagement Scale (UAES), which we had previously used and
validated in [2]. The UAES comprised the following statements.

Focused attention
UAES-FA-S1 | Ifelt lost during the assessment (neg)
UAES-FA-S2 | The time I spent during the assessment slipped away
UAES-FA-S3 | I felt involved in the assessment
Perceived usability
UAES-PU-S1 | Ifelt frustrated during the assessment (neg)
UAES-PU-S2 | I found the assessment confusing (neg)
UAES-PU-S3 | The assessment performed in this fashion was taxing
Aesthetic appeal
UAES-AE-S1 | The system was attractive
UAES-AE-S2 | The system was aesthetically appealing
UAES-AE-S3 | The system was captivating
Rewarding
UAES-RW-S1 | Using the system was worthwhile
UAES-RW-S2 | Performing the assessment in this fashion was rewarding
UAES-RW-S3 | I felt interested in the assessment

It required a rating from “1” to ““5”, where 1 = Completely disagree, 2 = Agree, 3 = Neutral,
4 = Agree, and 5 = Completely agree. The questionnaire was scored as follows: (i) reverse
the answers for items FA-S1, PU-S1, and PU-S2 and (ii) calculate the overall engagement
score by adding all of the items together and dividing by twelve. Thus, in summary, the
engagement was measured with a value ranging from “1” to “5”, where the higher the value,
the higher the engagement.

In the three groups (see bottom of Table 3), the small differences in terms of engagement
did not increase with the number of completed exercises, and no differences were statistically
significant. In this case, the distributions were normal, and we used a t-test. We also proceeded
with a linear regression analysis, where engagement was the independent variable and grade
was the dependent variable. The model did not fit (p = 0.0649), and the calculated R> =0.118
implied an extremely low level of correlation between the two variables.

In summary, the two analyses suggest that the different grades achieved in the three
groups did not appear to be mediated by a higher engagement. Nevertheless, it should be
noted that only 24 students out of 125 (i.e., the 19.4%) actually completed the UAES, and
therefore the results are limited only to this small sample.

7 Discussion and limitations
The automated grading provided by the tool in its entirety (i.e., code analysis and short-answer

classification), refined using maximum likelihood estimation, demonstrated an excellent
correlation with the human grading, even if specific solutions were incorrectly marked as
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Group N  Mean (SD)  p-value
Grades | Group 1 | 43 21.7 (7.9)

Group2 | 66  24.7(6.1) 0.0101 *
Group 3 | 15 26.3(4.2) 0.0146 *
Engagement | Group 1 | 43 4.11 (0.4)

Group 2 | 66 4.29 (0.4) 0.3555 n.s.
Group 3 | 15 4.17(0.3)  0.8032n.s.

Table 3 Learning outcomes: grades and engagement

fail/pass. Focusing on the short answers, representing them as embeddings and using them
as features for a tuned SVM classifier yielded acceptable values of both F1 and Cohen’s
K. The addition of linguistically motivated features, capturing the distance between the
short answers by the students and the gold standards did not substantially increase these
results. This suggests that embeddings alone can capture the semantic similarity between
two sentences even if their wording is different. The surprisingly good results confirm the
effectiveness of sentence embeddings, in line with recent works in NLP. Nevertheless, this
approach does have a limitation, i.e., the correct answers in the gold standard somewhat
follow the same template, and the structure of well-formed students’ answers was expected
to match the same format. Indeed, during the course, the professor explained to the students
how to understand the result of a test in terms of a process that (i) begins by finding the
p-value in the R command output, (ii) then assesses whether the p-value is less than or greater
than the threshold of 0.05, (iii) implying whether the null hypothesis must be rejected, and
(iv) finally, providing an interpretation in terms of statistical and/or clinical meaning. This
means that this structural pattern may play a role in discriminating between correct and
incorrect answers of student, and that the presence of specific lexical cues signalling this
structure could be more relevant than the semantic content itself.

The experiments conducted with the students demonstrated the following. As a formative
assessment tool, students did not report any usability issues but reported its usefulness to
the professor. As a summative assessment tool, the experiments indicated that the use of
the tool increased the correction performance and helped the professor in avoiding errors.
Furthermore, the students who used the system as a formative assessment tool had, on
average, higher grades than the other students (and engagement did not appear to have any
influence on such a difference). Conversely, there remain cases that suggest caution when
using the tool as it can return false pass/fail outcomes, especially when close to the threshold.

8 Conclusions

The paper presented an automated grading tool that can support formative and summative
assessment activities based on assignments containing both R commands and comments
written in natural language. The paper initially focuses on the approach adopted to assess the
answers provided by students, based on the concept of distance between a solution given by a
student and the correct solution given by a professor. Then, it discusses the technical aspects
of the tools, i.e., a static code analyser and supervised classifier relying on embeddings
and distance-based features. The paper also reports on several experiments that suggest the
usefulness of the tool for both students and professors.

The research discussed in this paper also opens opportunity for further work. The manner
in which the students used the tool suggests possible improvements in how to structure the
feedback [24], which will be implemented in the next release of the tool. Furthermore,
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although the tool was developed, tested, and deployed to grade assignments regarding the
statistical analysis of health data in R, the approach is general and could be applied to
other domains and languages, provided a professor can collect a list of sentence pairs from
previous exams, as each specific topic would require a set of these to tune the classifier
[42]. Finally, the continuous use of the tool with students and the consequent collection of
further correct/incorrect answers could also open the possibility of adopting transformer-
based approaches that, to date, have not produced better results.
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A — Exercise: Systolic Pressure

Below is the translation of the Italian texts in Figure 5.

Consider a sample of ten patients who received an antihypertensive drug. We measured the systolic blood
pressure before and a number of hours after the administration:

Patient  Before  After

1 211 181
2 200 210
3 210 196
4 203 200
5 196 167
6 191 161
7 190 178
8 177 180
9 173 149
10 170 119

Create the dataset in OO.org Calc, import it into R, run the correct test, and interpret the results to verify
whether the blood pressure decreased owing to the effect of the drug.

B — Correction notes

Below is the translation of the Italian texts in Figure 7.

Exercise title: Unnecessarily difficult words
Correction notes: One hypothesis testing is sufficient to solve the last point of the assignment.
Test section: Section 22646 - Exercise
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