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ABSTRACT

Modern real-time embedded systems increasingly use runtime reconfigurable architectures to reduce size,
weight, and power while ensuring predictability. However, reconfiguration delay is non-negligible and varies
due to resource contention. Unlike existing solutions that affect system resources or timing, this paper presents
an approach and tools to provide a safe, tight reconfiguration delay bound by accurately modeling contention,
without additional resource usage, and applicable to most embedded Systems-on-Chip. Additionally, by using
Quality-of-Service mechanisms available in modern systems-on-chip, the proposed approach allows designers
to set an upper limit for the reconfiguration delay and maintain it against interference from competing tasks.
To evaluate the proposed approach, we present two experiments in which it is applied to a representative
configuration on a Xilinx Zynq UltraScale+ platform. Experimental results indicate that the reconfiguration
delay bound holds under induced worst-case interference scenarios, ensuring that, under heavy workload
conditions, the reconfiguration delay can be up to 6.3 times its value in isolation. Moreover, the approach can
automatically generate a quality-of-service configuration that ensures a maximum reconfiguration delay 1.8
times its value in isolation, with only a 14% slowdown on contenders and no additional resource consumption,

outperforming the existing state of the art.

1. Introduction

Nowadays, embedded computing platforms are equipped with a
large variety of sensors producing a large amount of data to be pro-
cessed under timing constraints [1,2], demanding real-time and high-
performance computing. To meet these demands, computer architec-
tures are evolving toward heterogeneous System-on-Chip (SoC) plat-
forms [3]. These platforms consist of diverse components that may
include processors of different types and Field-Programmable Gate
Arrays (FPGAs) implementing accelerators.' 23 Compared to other types
of HW acceleration, such as GPU co-processing, FPGA-based accelera-
tion allows for fine-grained control of the logic design, resulting in a
flexible [4] and time-predictable acceleration [5,6].

When real-time high-performance requirements extend to battery-
operated embedded systems, additional constraints come into play,
such as size, weight, power, and cost (SWAP-C), as seen in space
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robots, satellites [7], UAVs [8], autonomous cars [6], and Internet-of-
Things [9]. In recent years, a viable solution to meet these demands
has been the use of the same FPGA to implement multiple accelerators
through a technique known as Dynamic Partial Reconfiguration
(DPR) [1,10-12]. As in multitasking, where multiple applications share
the processors by switching contexts between SW processes, DPR en-
ables the possibility of interleaving multiple functions on an FPGA
recurrently shared by different processing components [13]. This ap-
proach enables the acceleration of multiple tasks on the same FPGA,
ultimately allowing more tasks to be scheduled on the platform com-
pared to execution without DPR [14,15]. As a result, by using DPR,
the number of SoCs required for an application is reduced, helping to
maintain SWAP-C constraints [16].

In spite of these attractive features, in order to make the DPR
suitable for being used in real-time systems, the reconfiguration de-
lay (i.e., the time required to reconfigure an FPGA to implement a
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HW-accelerator) needs to be bounded. To reconfigure an FPGA to im-
plement a HW-accelerator, the HW-accelerator must first be converted
into a reconfiguration file (known as partial bitstream (PBS)) through a
DPR design flow [17]. Once the PBS is stored in the main memory,
the reconfiguration delay is the time it takes for a reconfiguration
controller (RC) to transfer the PBS to a reconfiguration memory along a
designated reconfiguration path [10]. The reconfiguration delay, which
depends on the size of PBS (PBS,;.,), is in the millisecond range [14].

When DPR is used in heterogeneous SoCs, it operates within a
system that typically employs a shared-memory architecture [18]. In
these SoCs, multiple distinct processing components access the main
system memory via a shared bus or network-on-chip. Additionally, the
components involved in the reconfiguration path are shared with the
rest of the SoC. Since SoCs typically execute multiple workloads in
parallel across different processing components, contention over shared
resources affects the reconfiguration delay. Previous works [15,19]
have shown that this impact can lead to variations in reconfigura-
tion delay by up to a factor of 21x. Moreover, as the number of
processing components sharing memory, interconnects, and I/O re-
sources increases, the resulting interference becomes more pronounced.
This contention leads to increasingly unpredictable reconfiguration
delay.

To address the variability in reconfiguration delay, several solutions
have been proposed to ensure a predictable bound on reconfiguration
delay. However, these methods often involve considerable trade-offs.
Some approaches introduce substantial overhead by storing the entire
PBS in dedicated, exclusively accessed memory, in turn restricting the
use of these resources for other workloads [15,20]. Other works re-
move contention by halting the operation of other system components,
leading to system underutilization [7,21,22]. Furthermore, a static
timing analysis of a DPR in the presence of contention over shared
resources can lead to an overestimation of the bound of reconfiguration
delay due to missing SoCs component information, unclear data, and
modeling complexity [23,24], again leading to system underutilization.
Overall, these strategies may impose overly restrictive constraints,
adversely affecting key performance metrics and potentially violating
high-performance and SWAP-C constraints.

Performing a timing analysis of the DPR, leaving the remainder of
the SoC working and not impacting key performance metrics, is one
of the crucial steps to fully embrace the usage of DPR in real-time
applications [11].

Main Contributions. This work, which significantly extends a pre-
vious publication [25], proposes a comprehensive approach to analyze
and mitigate the impact of resource contention on reconfiguration
delay. The main contributions are:

1. A characterization approach based on controlled experiments
using traffic injection, designed to reproduce worst-case resource
contention, and in turn, worst-case interference scenarios that af-
fect the DPR process. This enables a safe and accurate estimation
of the worst-case reconfiguration delay.

2. A lightweight tool for DPR traffic injection, independent of
the time-consuming DPR design flow, which accelerates the
characterization of reconfiguration delay from hours (as in ex-
isting approaches [19,22]) to seconds, enabling practical design-
time analysis.

3. A mitigation strategy based on Quality-of-Service (QoS) mech-
anisms available in modern SoCs. The strategy enables designers
to define an upper bound on the reconfiguration delay and en-
force it at runtime, even in the presence of unknown or partially
known interference from co-running applications, thus providing
strong timing isolation guarantees.

Differently from the literature, the proposed approach (i) avoids
the introduction of ad-hoc architectural components, preventing the
impact on SoC resources; (ii) does not require halting other system
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components. Instead, it introduces a controlled slowdown on the con-
tenders, moderating the underutilization of SoC resources. Given the
heterogeneity of modern SoC platforms and the diversity of available
reconfiguration paths, the proposed approach is designed around a
general reference platform to ensure broad adaptability, making it
applicable to a wide range of SoCs.

Paper organization. The remainder of the paper is organized as
follows: Section 2 provides background concepts about the DPR process
as well as related work. Section 3 presents the proposed approach.
Section 4 presents experimental activities conducted on a Xilinx Zynq
UltraScale+ platform [26], highlighting the safety margin of the pro-
vided reconfiguration delay bound and its accuracy compared to the
actual reconfiguration delay, across both corner-case and mixed-load
scenarios. Results show that under heavy workload conditions, the
reconfiguration delay can reach up to 6.3 times its value in isola-
tion. Furthermore, the experiments demonstrate that the proposed
approach can automatically generate a quality-of-service configuration
that ensures a maximum reconfiguration delay of 1.8 times its value
in isolation, with only a 14% slowdown on contender tasks and no
additional resource consumption, outperforming existing state-of-the-
art solutions. Finally, Section 5 concludes the paper and outlines future
work.

2. Related works

Before analyzing the related works on bounding reconfiguration
delay, we first introduce some background concepts that will help
in classifying existing solutions more effectively and positioning the
proposed approach with respect to the literature.

Background. The DPR is a process that enables reconfiguring part
of an FPGA at runtime while the rest of the system remains operational.
It is supported by various FPGA platforms.12 Fig. 1 shows the main
components involved in a DPR, which are discussed in the following.
The DPR consists of two phases: the design flow and the runtime flow.

To develop a system that makes use of DPR, the process begins
with describing the system at the register-transfer level (RTL) [27].
The designer then determines which parts of the system will remain
static (i.e., unchanged during runtime) and placed in a static partition
and which parts will be reconfigurable (i.e., changeable at runtime) and
placed in reconfigurable partitions (RPs). Static and RPs are represented
as dashed boxes in Fig. 1. The static partition must include a Reconfigu-
ration Controller (RC) capable of receiving DPR requests (for example,
by a processor) and executing a DPR. Next, the logic designated for
the static partition and RPs is synthesized to produce static bitstream
and PBSs, respectively. The entire process up to bitstream generation
is referred to as the DPR design flow, which typically takes between
40 min and several hours to complete on a high-end processor (assum-
ing the RTL description is already available and excluding debugging
time) [17]. It is worth noting that components within a static partition
may also reside outside the FPGA and be implemented as hardwired
components.

After completing the DPR design flow, the DPR runtime flow allows
to modify the content of an RP while other RPs continue to operate.
To better illustrate this part, we assume, without loss of generality,
the following scenario: in the static partition, there is a processor
that executes instructions and processes data, both stored in main
memory (see Fig. 1). At runtime, the processor can request one or
more DPR to configure one or more HW components within RPs.
The PBSs of the HW components are stored in main memory. This
scenario is general enough to represent a real-time high-performance
application that uses DPR, where (i) a processor is implemented in
the static logic and it requires a DPR to configure one or more HW-
accelerators within RPs [10], and (ii) the PBSs of HW-accelerators,
which can range in size from a few KB to a few MB, are stored in
large memory such as DRAM shared with other components [17]. With
reference to Fig. 1, the processor begins executing instructions. At some
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Fig. 1. Components involved in a DPR on an FPGA. Arrows exit from master
components and enter slave components. RC, RP, and RI indicate Reconfigu-
ration Controller, Partition, and Interface, respectively.
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point, it requests a DPR to configure HW-Accelerator i within RP1 by
sending a request to the RC. After initiating the request, the processor
resumes its operations. In parallel to processor operations, the RC
reads the PBS; from main memory and writes it to an internal buffer,
shared with a reconfiguration interface (RI). In parallel to RC operations,
the RI (a finite-state machine) transfers the PB.S; to reconfiguration
memory. Once all the PBS; is loaded in reconfiguration memory, the
reconfiguration logic within the RPs becomes operational: the processor
can use the HW-Accelerator i. The HW-Accelerator i can read and process
data from the main memory. Once the RP1 contains the HW-Accelerator
i, more DPR can be requested to (i) flip the content of RP1 from
HW-Accelerator i to HW-Accelerator j; (ii) configure RP2 with some HW-
Accelerators; and (iii) clean RP1 or RP2 contents. This scenario, other
than showing how a DPR works, highlights the potential contention
that can arise from parallel memory accesses by the processor in static
logic, accelerators in RPs, and the RC.

Related Works Analysis. As this paper aims to propose an ap-
proach for bounding reconfiguration delay, this section reviews, to
the best of our knowledge, the studies that have analyzed the re-
configuration delay, including those aimed at reducing its value and
others that established worst-case bounds. It is worth noting that in
the referenced state-of-the-art articles, reconfiguration delay may be
expressed in terms of reconfiguration bandwidth, a metric that can
be translated into reconfiguration delay by considering the size of the
PBSs. In the remainder of this section, we assume that the DPR request
is initiated by a processor to an RC.

The RI (depicted in Fig. 1) provides access to the reconfiguration
memory and is a vendor-supplied component. AMD/Xilinx offers two
RI primitives, PCAP and ICAP [27], while Intel provides the Partial
Reconfiguration IP [28]. All modern SoCs provide a single RI with
predictable timing performance. Consequently, much of the research
is centered around RCs, which are the main components involved in
managing DPR and play a crucial role in determining reconfiguration
delays. Commercial vendors offer custom RCs, such as AMD/Xilinx (AXI
HWICAP [29], DevC [30], CSU [26]) and Intel PR controller [28].
All of these vendor-provided RCs come with a reconfiguration delay
characterization based on average utilization, which does not involve
the worst-case timing performance. Additionally, this characterization
is conducted without accounting for scenarios involving contention over
shared resources.
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Research in the literature has proposed custom RCs to reduce re-
configuration delays compared to vendor-provided solutions, either
by increasing the clock frequency or by optimizing the management
of PBS transfers. For instance, the work in [31] introduced Zycap,
a high-throughput reconfiguration controller aimed at enhancing the
processor ability to offload DPR requests. The authors compared Zycap
timing performance against Xilinx RCs on a Zynq-7000 SoC target [30].
The results showed that Zycap achieves 3x and 5x higher throughput
than DevC and AXI HWICAP (the two commercial RCs from AMD/Xil-
inx), while taking 1% of resource usage on Zynq-7000 SoC. Recent
studies [17,32] have further optimized Zycap, achieving throughput
improvements of 5.9x and 6.1x compared to CSU on Zynq Ultrascale+
targets [26]. The resource utilization is less than 0.1% on Zynq Ul-
trascale+ and 1% on Zynq-7000 SoC for [32], while is undisclosed
for [17]. Both works incorporate the RCs into frameworks designed
to support in the usage of DPR. Notwithstanding, all of the works
in [17,31,32] evaluate the bandwidth of their RCs without considering
potential contention over shared resources.

Other authors [7,22] have characterized reconfiguration delay
within the context of fail-safe systems. Both works use an AMD/Xilinx
RC and halt the rest of the system to avoid contention on shared
resources, hence providing the worst-observed reconfiguration delay
while not considering potential contention over shared resources.

The work in [21] constructed a timing model for the reconfigu-
ration path on the Zynq7000 SoC, assuming no contention on shared
resources. This study is one of the first to determine the worst-case re-
configuration delay in a provable manner without relying on a custom
RC. However, the authors assume that the rest of the system is halted to
prevent contention on shared resources, which leads to underutilization
of system resources.

When reconfiguration delay is provided without accounting for
contention effects, as in previous works, the effective reconfiguration
delay under contention can be estimated by analyzing the HW compo-
nents involved in the DPR. Specifically, by examining the architectures
of the RC, the HW components in the reconfiguration path, and the
number and characteristics of competing entities, a detailed timing
model can be developed. However, modern SoCs often obscure details
about vendor-supplied RCs and contended HW components [24], mak-
ing it infeasible to construct accurate timing models that account for
contention. Hence, the only way to utilize the reconfiguration delay
values from previous works is to set up a system where contention
is eliminated altogether, resulting in a substantial underutilization of
system resources. To prevent underutilization of system resources, the
works [15,20] propose custom RCs that store PBSs in a dedicated stor-
age memory, which is exclusively accessed by the RC on the FPGA. By
isolating PBS storage, these solutions prevent other components from
contending for memory access, hence avoiding interference with the
DPR. Both approaches provide reconfiguration delay bounds without
affecting the timing performance of other components. However, they
incur considerable area overhead due to the FPGA resources required
for PBS storage, which scales with the size of the PBSs. For example, a
PBS of 2 MiB size would occupy almost half of the BRAMs of a Xilinx
Zynq Ultrascale+ XCZU9EG [26].

Classification. Table 1 classifies the reviewed works (listed in the
second column) according to several criteria. Specifically, the first col-
umn groups them based on shared characteristics. The column Timing
Analysis provides details about the timing analysis proposed in each
work. It consists of three subcolumns that indicate whether the paper
reports a Worst-Observed Reconfiguration Delay (WORD), defined as
the maximum reconfiguration delay measured under specific input
conditions; whether it provides a provable Worst-Case Reconfigura-
tion Delay (WCRD); and whether the analysis accounts for contention
(CONT) on shared resources. The column Impact on Resources reports
the impact on FPGA resources, distinguishing between those occupied
by the RC (RESg¢) and those used for storing the PBS, denoted as
RESjiorage- Since the PBS requires memory for storage, RESggrage
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Classification of related work. The columns WORD, WCRD, and CONT indicate whether the
work reports a Worst-Observed Reconfiguration Delay, a Worst-Case Reconfiguration Delay, and
whether it considers contention on shared resources. RESy. refers to the resources occupied

by the RC, while RES

torage

indicates the resources used for storing PBS (in Bytes). Percentages

are calculated with reference to the Xilinx Zynq Ultrascale+ XCZU9EG. The column Contenders
Execution indicates whether the work halts the execution of other components sharing the system
(X) or allows their continuation (v). n.d. indicates values not declared.

- . Impact on Contenders
Group Paper Timing analysis .
resources execution
WORD  WCRD  CONT  RESy. RE Sorage(B)
Vendor v X X <1% 0 X
RCs [27,28]
G Vipin et al. [31] v X X <1% 0 X
Bucknall et v X X n.d. 0 X
al. [17]
Pham et al. [32] v X X <1% 0 X
Gantel et al. [7] v X X 0% 0 X
Dorr et al. [22] v X X 0% 0 X
(i) Damschen et v v v <1% PBS,;., v
al. [15]
Pezzarossa et v v v <1% PBS;, v
al. [20]
(iii) Valente et v v X 0% 0 X
al. [21]
This work v v v 0% 0 v

is expressed in bytes. All the percentages are reported with respect
to the total resources of Xilinx Zynq Ultrascale+ XCZU9EG. Finally,
the column Contenders Execution indicates whether the work halts the
execution of contending components or allows their continuation.

In summary, the approaches in Group (i) have been proposed to
characterize and improve reconfiguration delay timing performance;
however, none of them consider contention on shared resources, nor do
they provide a provable WCRD. The works that report a WCRD either
impose an impact on system resources (Group (ii)) or on the timing
performance of contending components (Group (iii)). In particular, the
works in Group (ii) assume that FPGA resources are used to store the
entire PBS. This design choice may lead to an unpredictable and poten-
tially significant impact on resource utilization, especially if the size of
the PBS increases in future scenarios. Such an approach complicates
reliable design-time planning and may result in the unnecessary con-
sumption of valuable FPGA resources that could otherwise be allocated
to application logic or other critical functionalities.

To overcome these limitations, the approach proposed in this paper
considers contention by identifying the shared resources in a given
scenario, developing a model to quantify the WCRD that accounts for
data overstressing contention points, and implementing a strategy to
isolate the DPR process from interference caused by competing tasks.

3. Proposed approach

The development of the proposed approach takes into account
the analogy between the characterization of reconfiguration delay in
a heterogeneous SoC and the more general problem of characteriz-
ing temporal interference caused by resource contention in multicore
systems [33]. This analogy comes from the fact that in a SoC with
an ongoing DPR, true parallelism exists between transferring a re-
configuration file from main memory to reconfiguration memory and
task execution on processors and accelerators (see Section 2). Shared
resources such as buses act as interference channels, namely platform
attributes that can introduce temporal interference among indepen-
dent applications [34]. In multicore systems, to address the concerns
about timing interference, guidelines in the aerospace domain have
been released through the advisory circular A(M)C 20-193 [34]. They
establish that separate characterization of the worst-case execution
time of an application, without any other applications executing, is only

valid if the applicant can demonstrate that they build on a multicore
platform with robust partitioning or that time interference from other
applications is avoided or mitigated for that application. Building on
the need to characterize SoC behavior and to mitigate contention in ac-
cessing shared resources, modern SoCs are increasingly equipped with
substantial observability mechanisms (such as on-chip monitoring sys-
tems [35]) and mitigation mechanisms (such as QoS mechanisms [36,
37D.

Drawing on the above guidelines, we propose a five-step approach
to guide designers in characterizing and mitigating the maximum
interference caused by shared resource contention on reconfiguration
delay in real-time embedded SoCs. The approach, depicted in Fig. 2,
begins by taking as input the maximum desired reconfiguration delay r*
and the target SoC platform. Based on the inputs, the proposed approach
produces (i) a detailed characterization of the reconfiguration delay as
a function of the number of contenders on the target platform and (ii) a
configuration of QoS mechanisms available on the target SoC to ensure
the reconfiguration delay does not exceed the specified r'**. To ensure
applicability across heterogeneous embedded SoCs containing an FPGA,
the proposed approach (described in Section 3.3) is built around a
reference platform and a task model that are widely recognized in
the real-time embedded systems literature (described in Sections 3.1
and 3.2, respectively). Table 2 summarizes the main symbols used
throughout the paper.

3.1. Reference platform

The target platforms for real-time embedded applications that make
use of DPR are referred to as FPGA-SoCs. They integrate diverse pro-
cessing components such as heterogeneous cores, shared cache hi-
erarchies, DMAs, GPUs, and HW-accelerators alongside FPGAs on a
single chip [18,37]. These components are connected through decen-
tralized and distributed networks to shared on-chip and off-chip mem-
ories. Modern FPGA-SoCs also include advanced observability mecha-
nisms such as on-chip monitoring systems [35] and mitigation mecha-
nisms, including QoS mechanisms [36,37]. On-chip monitoring systems
gather real-time data on internal operations [35], while QoS mecha-
nisms enable resource prioritization by allocating additional bandwidth
or granting privileged access [36]. The components of FPGA-SoCs
typically originate from various vendors [24,37].
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Fig. 2. The five steps of the proposed approach, with indications of inputs and outputs. The approach takes as input the maximum desired reconfiguration delay
r* and the target FPGA-SoC, and provides both a characterization of the reconfiguration delay and a configuration of the QoS mechanisms to guarantee ri"**.

Table 2
Table of symbols, grouped for clarity based on their role in the proposed approach.
Symbol Description Symbol Description
B,.; Reference platform Ig, Ty Set of SW-tasks and HW-tasks
gen Set of R/W transactions generators 7,7 Generic SW- and HW-task
B, Set of interconnection components c,cH WCET for SW- and HW-tasks
B, Set of memory components N, NH Max. number of transactions from SW- and HW-tasks
By, Set of DPR involved components T, Period of SW-tasks
B, Set of components working in parallel to DPR PBS,p PBS produced by DPR Injector
B, Set of interference channels TyB APU microbenchmark SW-task
B, Set of sources of interference g FPGA microbenchmark HW-task
RP Reconfiguration Partition L Latency to serve a contender transaction with BL = j
RI Reconfiguration Interface L, Max latency to serve a contender transaction
RC Reconfiguration Controller NT Total transactions from contenders in the worst-case
r, Reconfiguration delay N,y Total transactions from contenders generated through microbenchmarks
e Maximum allowed value for r, N Total actual number of transactions from contenders
rbound Bound on r,
risol r, in isolation
A3 % Percentage increase with respect to ris!
BL Burst-Length of a transaction
CDB Contention Delay Bound
AXI-TG AXI Traffic Generator
[ [ [
High Application
Performance Specific RPU APU
1/0 Accelerators FPGA
(HPI1O) (ASP)
Cache
vl W ) E E™ ----E= il

| Interconnect (INT) |

| DRAM Controller (DRAMC) |

lTo DRAM

Fig. 3. Reference platform of an FPGA-SoC. Arrows exit from interfaces of components that generate read and write transactions and enter into interfaces of
components responsible for storing or supplying data. M and T indicate on-chip monitoring systems and QoS mechanisms, respectively. For interpretation of the
references to color in this figure, the reader is referred to the text of the article. For the color code of this figure, please refer to the web version of the article.

To ensure the proposed approach remains applicable across differ-
ent FPGA-SoCs, a reference platform was derived by analyzing commer-
cially available platforms. The reference platform is depicted in Fig. 3,
with its components modeled as B,.; = {Bge> Binis Byem}>» Where B,,,,
B,,;, B,., represent the sets of components responsible for generating
read and write transactions, interconnecting, and memory components,
respectively. In turn, ng,, = {HPIO,ASP,RPU,APU,FPGA,RC,
RI}, where the APU and RPU (depicted in dark blue in Fig. 3) represent
the application and real-time processing units, respectively, designed to
handle general-purpose and real-time tasks. ASP refers to application-
specific accelerators (e.g., GPUs and neural network inference engines),

shown in gray. FPGA (in light blue) can be configured to host more
accelerators and it supports the DPR, while HPIO represents high-
performance peripherals for I/0 interaction, depicted in brown. All
elements of B,,,, except the reconfiguration controller (RC) and the
reconfiguration interface (RI), can request a DPR through the RC. The
RC and RI access external DRAM and the reconfiguration memory (RM
in Fig. 3). Elements of B,,, are interconnected to external DRAM
through components in the set B;,, = {INT, DRAMC}, where INT is a
distributed interconnect fabric (shown in purple in Fig. 3) and DRAMC
is the DRAM controller (highlighted in yellow). This interconnection
enables efficient data transfers and resource sharing across the system.
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Memories belong to the set B,,,, = (CACHE,DRAM,RM }, where
CACHE represents shared caches among the APU cores, DRAM is the
external main memory, and RM is the one associated with the FPGA.
It is worth noting that processing components may include private
caches, not highlighted in the reference platform. Additionally, the
architecture incorporates on-chip monitoring systems as observabil-
ity mechanisms (denoted as M) and QoS mechanisms as mitigation
mechanisms (denoted as T) for each communication channel. In the
proposed reference platform, it is assumed, without loss of generality,
that the QoS mechanisms are capable of regulating bandwidth access
to shared resources. This assumption does not impose a limitation, as
numerous QoS mechanisms in FPGA-SoCs are designed based on this
principle [36].

The reference platform is designed to be abstract, while still cap-
turing the key architectural elements common to a wide range of
FPGA-SoCs. For instance, the INT component can represent either a
traditional bus-based interconnect or a Network-on-Chip (NoC), de-
pending on the underlying HW. This abstraction allows the reference
platform to model various commercial FPGA-SoCs, that share key fea-
tures: the presence of an FPGA fabric, access to shared DRAM, and
support for DPR. For example, it can model an AMD Versal ACAP? with
APU = Arm Cortex-A72, ASP = Al Engine, RPU = Arm Cortex-R5, and
INT = NoC. It can represent an Intel Agilex 72 device with APU = Arm
Cortex-A53 and INT = AXI4-based interconnect. The same abstraction
can capture the Microchip PolarFire SoC,* where APU = RISC-V U54
cores, RPU = RISC-V E51 monitor core, and INT = AXI-based intercon-
nect. It is also compatible with the Achronix Speedster7t,> where ASP
= machine learning processors, INT = 2D NoC, and control logic may
be managed via soft cores mapped onto the FPGA fabric. By abstracting
these system components, the proposed reference platform provides a
common foundation to structure the proposed approach across diverse
HW platforms while enabling implementation-specific adaptations as
needed.

3.2. Task model

To model activities on FPGA-SoCs, we adopt a widely recognized
task model from the literature [7,14,21,22]. The task model describes
both SW-tasks and HW-tasks. SW-tasks can perform a DPR to intro-
duce HW-tasks. The HW-tasks are used to accelerate the execution of
the SW-tasks. The reference platform is composed of one processing
component that executes a set of ng SW-tasks, denoted as I's =

{7, 75, ..., 7, }, and an FPGA module executing a set of n; HW-tasks
Iy = {raH,rf rﬂl }. Without loss of generality, we assume the

processing component is the APU € B Each SW-task 7; € I

executed on APU can leverage HW-tasks ¢/’ € I'y; to accelerate specific
functions: in particular, each task r; alternates between the execution
of m; +1 sub-tasks and m; HW-tasks. The execution of a SW-task can be
expressed as a sequence:

gen*

— H H
T = <Ti,17Ta 5 Ti 2> Ty 5 eee ’Ti,m,-+1>

where 7; ; represents the jth sub-task of 7;. Each SW-task ; has a worst-
case execution time (WCET) denoted as C;, composed of the WCETs C, ;
of all its sub-tasks 7, ;, while each HW-task /7 has a WCET denoted
as CH. SW-tasks are released either periodically or sporadically, with
a period (or minimum inter-arrival time) of 7; time units, and they
generate no more than N, transactions. This release pattern generates
an infinite sequence of execution instances, referred to as jobs. Each z;
is subject to timing constraints, and each of its jobs must be completed
within a deadline D;. On the other hand, a HW-task z can generate
no more than N transactions and can only be executed after it has
been configured onto the FPGA.

4 https://www.microchip.com/en-us/products/fpgas-and-plds/system-on-
chip-fpgas/polarfire-soc-fpgas.
5 https://www.achronix.com/product/speedster7t-fpgas.

Journal of Systems Architecture 168 (2025) 103570

In order to benefit from DPR for a generic SW-task 7; € I, the
operation must be profitable. To evaluate the impact of reconfiguration
delay on DPR profitability, we first analyze a simple scenario involving
a single HW-task, and then generalize to multiple SW-tasks and HW-
tasks. Suppose we have two SW-tasks, 7z; and 7, € I'y, with WCETs C;
and Cy, respectively. Both SW-tasks produce the same functional output
and follow the structure z; = (7;,,7;5.7;3) and 7, = (7 ;.77 7;3),
where 7; execution consists of three sub-tasks, while 7, execution
consists of two sub-tasks and one HW-task rf . In this scenario, we
assume that (i) 77 accelerates the function of 7;,, hence designed to
obtain CH < C;; (i) tH is not initially available on the FPGA and
must be configured via DPR before it can be used during the execution
of 7;;; and (iii) 7, ; and 7, ; are functionally equivalent to 7;,; and 7 3,
except for additional code required to interact with ¢

To conclude that DPR is profitable in this scenario, it must hold
that C; < C;. When 7, invokes ¥, it first checks whether the HW-
task is already configured on the FPGA. If not, it requests the RC to
initiate DPR via the RI, as described in Section 2. To highlight the
delay introduced by the invocation of a HW-task, Fig. 4 shows the
timing diagram for the execution of ;. 7, is released at time #,. At
1,, sub-task 7, | requests the execution of ¢/’ and self-suspends. A delay
A, occurs between #; and 1,, representing the wait time for an RP to
become available if all are currently occupied. Once an RP is free, the
reconfiguration occurs between ¢, and 5, spending a reconfiguration
delay r,. 77 then starts executing at ¢; and completes at 7,, taking C*
time units. The SW-task then resumes and executes 7, 3, concluding at
ts. Overall, 7, experiences a self-suspension in the interval [¢,,7,], with
duration S = A, + r, + CH . Its total WCET is thus C;, = C; | + S + Cy 3,
and profitability is ensured if C, < C;.

Although this example involves only one SW-task 7, and HW-task
tH, the platform may execute multiple tasks contending for shared
resources. As a result, 7, may experience temporal interference that,
if unregulated, leads to growth in .S and thus to unprofitable DPR, or
worse, deadline violations. Without loss of generality, we assume that
4, is bounded by a maximum value A7, using methods available in
the literature (e.g., [14]). The approach proposed in this paper provides
a bound on r,. In this way, S can be bounded and schedulability
analysis can be performed [14].

3.3. Steps of the proposed approach

This subsection provides a detailed explanation of the steps in-
volved in the proposed approach (reported in Fig. 2), which is struc-
tured around the reference platform and task model introduced in
Sections 3.1 and 3.2. As will be discussed in Section 3.4, the assumption
that the processing component is limited to the APU does not impose
limitations on the applicability of the approach.

3.3.1. Step 1: Set configuration

Step 1 of the proposed approach takes as input the target FPGA-SoC
and the 7'**, and produces a configuration as output. The value of /'
is propagated directly to Step 5 as it is used there (see Section 3.3.5).
A configuration is defined as the specific setup of the FPGA-SoC that
enables the HW and SW it hosts to meet the functional and non-
functional requirements of the system [34]. For the problem analyzed
in the proposed approach (i.e., ensuring that SW-tasks in a real-time
system can invoke HW-tasks through DPR with a bounded reconfigura-
tion delay), the configuration is modeled as a pair of sets: By, C B,.;
and B,, C B,. B, represents the components involved in a DPR,
while B, is the set of components involved in executing tasks (both
SW-tasks and HW-tasks) in parallel to a DPR. Step 1 identifies B, and
B, based on the components of the reference platform B,,, and the
task model:

* By,- When a DPR is requested on the reference platform in Fig.
3, the RC proceeds to read the PBS from DRAM and to write it to
RM through Interconnect (INT), DRAM Controller (DRAMC), and
RIL Hence B, = {RC,RI,RM,INT,DRAMC,DRAM}.


https://www.microchip.com/en-us/products/fpgas-and-plds/system-on-chip-fpgas/polarfire-soc-fpgas
https://www.microchip.com/en-us/products/fpgas-and-plds/system-on-chip-fpgas/polarfire-soc-fpgas
https://www.achronix.com/product/speedster7t-fpgas
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Fig. 4. Timing diagram of the execution of SW-tasks z; and 7,, with 7, profitably leveraging DPR to use the 7/ HW-task.

B,,,. The tasks executed in parallel to a DPR are the ng SW-tasks
7; € I's and the ny; HW-tasks ¢/ € I'y;. The SW-tasks 7, € I'g are
executed by APU, which involves the Cache, Interconnect (INT),
DRAM Controller (DRAMC), and DRAM. On the other hand,
the HW-tasks r// € I'y are executed on FPGA, which involves
Interconnect (INT), DRAM Controller (DRAMC), and DRAM.
Hence B, = {APU, FPGA,INT, DRAMC,DRAM,CACHE}

3.3.2. Step 2: Identification of interference channels

Step 2 of the proposed approach takes the B, and B,, derived
in Step 1 as input and identifies the interference channels within
the configuration and the sources of interference affecting the DPR.
Interference channels are part of a set B, computed as B;, = B,,,,NBy,,-
The sources of interference comprise components that generate read
and write transactions, creating traffic on the interference channels.
These components are represented as a set By, and computed as B,,, =
B,y \ Byem \ By Step 2 gives as output B;, = {INT, DRAMC, DRAM }
and B,,, = {APU, FPGA}.

3.3.3. Step 3: Generation of traffic

Step 3 of the proposed approach takes as input the interference
channels B, and sources of interference B,,. (from Step 2). The out-
put of this step consists of microbenchmarks specifically designed for
the reconfiguration controller (RC) and for each component in B,,,.
Microbenchmarks are narrowly focused tests designed to target and
exercise interference on interference channels B;.. The output of this
step enables the characterization of time interference on reconfigura-
tion delay through the reproduction of potential contention. Running
these microbenchmarks in parallel with a DPR enables the evaluation
of reconfiguration delay sensitivity to contention within a specific inter-
ference channel. In this step, the observability mechanisms (M in Fig.
3) are employed to monitor the load placed by the microbenchmarks on
interference channels and to validate their correct operation (ensuring
they effectively stress the intended channels). The outputs of this step
are:

* RC microbenchmark (PBS),, ). The RC microbenchmark makes
the RC generate traffic toward elements of B;.. The microbench-
mark is represented by a special PBS, referred to as PBS,p.
PBS,p is generated using a tool called the DPR Injector,’ an
open-source SW module we developed to facilitate the generation
of synthetic DPR traffic. Unlike other state-of-the-art approaches
to reconfiguration delay characterization (e.g., [17,19,22,31]),
which involve creating multiple PBSs of varying sizes via the
time-consuming and error-prone DPR design-flow (see Section 2),
the DPR Injector allows for a much faster and simpler process.
By taking the desired PBS,;,, as input, it generates an equivalent
PBS,p for the target platform in just a few milliseconds. The
pseudo-code for the DPR Injector is outlined in Algorithm 1, and it
supports multiple FPGA-SoCs. For example, by setting PBS

size

6 https://github.com/alkalir/DPR-Characterization.

Algorithm 1: The DPR Injector (part of RC microbenchmark) repro-
duces the typical structure of a PBS, composed of Header, Body, and
Trailer. The Header (line 3) and Trailer (line 5) depend on the target
platform P. The Body (lines 7-9) is generated with a number of No-

Operations depending on PBS,;., and the word size of P (referred to

as n).
Input: PBSy;,, - Required size of PBS)p in bytes, P - Target Platform
Output: PBSy/p
1 Function DPRInject (PBS;,,, P):
2 PBSy 5 < (0)
3 pBsted — HeadGeneration(P)
4 PBSIY ()
5 PBSTAl — TailGeneration(P)
6 n « getWordSize (P)
7 for j=1 to (PBS,;;, — size(PBSHed) — size(PBSTel)) /n do
8 PBSi”’;_’/’ « GenerateNoP(P)
9 PBSyEY — U, PBSyY
10 PBS)p < PBS!ead y ppsiedyy ppsTal
11 return PBSy/p

Algorithm 2: SW-task ), (APU microbenchmark).
Input: Vectors X, Y of length n, Scalar k, Scalar s
Output: Y =X +Y

1 for i=0;i <nji+=s do

2 for j=0;j<k;j++ do
3 ‘ Y[il+ = X[il;
4 return Y

512kB and P = Zynq UltraScale+, the DPR Injector reconstructs
the Header and Trailer of a PBS specific to a Zynq UltraScale+
FPGA-SoC [38] (Lines 3-5). Then, given that the word size for
the selected target P is n = 4, it computes how many words
are required to fill the PBS Body to match the specified PBS,;,,
(Lines 7-9), and generates the Body using a sequence of No-
Operation instructions tailored to the target architecture [38].
When comparing an original PBS with its equivalent PB.S), 5, we
notice that:

1. Both have the same size.

2. They generate the same amount of read traffic from DRAM,
DRAM Controller, and Interconnect, and write traffic to-
ward the reconfiguration memory, verified using the plat-
form observability mechanisms.

3. Unlike the original PBS, the equivalent PB.S), does not
alter the content of the reconfiguration memory (i.e., per-
forming a DPR with an equivalent PBS),; does not modify
the HW on the FPGA).


https://github.com/alkalir/DPR-Characterization
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4. The reconfiguration delay for the equivalent PBS,, is at
most 0.5% higher than that of the original PBS, a differ-
ence caused by the different content and the additional
operations performed by finite-state machine of RI on the
equivalent PBS),p.

The slight variation in reconfiguration delay obtained using
PBS,,p does not affect the validity of the proposed approach;
indeed, the proposed approach focuses on determining a safe
bound (hence always greater or equal to the maximum value) for
the reconfiguration delay.

APU microbenchmark (z,,). APU traffic toward elements of B;,
is generated using a SW-task 7, 5 referred to as memory-thrashing
synthetic benchmark, which continuously accesses the DRAM,
causing cache misses at all cache levels with each access. The
pseudo-code is reported in Algorithm 2. The algorithm provides
the flexibility to configure the SW-task 7,5 to accommodate
various cache sizes, cache line sizes, and memory access loads.
Specifically, it accepts vectors X and Y as inputs, their size in
bytes n, and a parameter s (referred to as the stride). Additionally,
a scalar parameter k is used to control the level of interference.
For example, on an APU with a word size of 32 bit, a cache size
of 16 kB, and cache lines of 32 bytes, setting n = 16384 ensures
that the sizes of vectors X and Y match the cache capacity.
Configuring s = 8 triggers a cache miss on each iteration of the
outer loop (Line 1). When k = 1, the APU generates cache misses
on every access, while increasing k (e.g., k > 1) reduces the level
of interference caused by the APU.

FPGA microbenchmark (TM B) FPGA traffic toward elements of
B,, is generated using a HW-task 74 v p that reproduces workloads
from components configured on FPGA by continuously request-
ing memory accesses. The HW-task TM p is implemented using
access-generating modules capable of reproducing diverse traffic
patterns. These modules offer configurable parameters, including
read/write transactions, data sizes, burst lengths (BLs), inter-
transaction delays, repetition counts, and transaction sequences.
Access-generating modules of this type are available from the
literature. For instance, the AXI-Traffic Generator’ is specifically
designed for AMD/Xilinx platforms and operates with the AMBA
AX14 protocol.® Alternatively, the SafeTI traffic injector [39] sup-
ports the AMBA AHB protocol and is extensible to accommodate
other protocols.

3.3.4. Step 4: Bounding of reconfiguration delay

Step 4 takes as input PBS)p, 7p/p, and TZB (derived in Step 3)
and produces as output a safe and accurate upper bound for the
reconfiguration delay, denoted as r®®*¢. A safe upper bound represents
the maximum reconfiguration delay that can be confidently guaranteed
under the worst-case interference scenarios. To construct this bound,
we adopt a conservative modeling strategy: we account for all poten-
tial interfering transactions from co-running tasks and assign to each
the maximum observed transaction latency, which is experimentally
measured under stress conditions exceeding those encountered during
normal operation. This ensures that the bound remains valid even
in real-world scenarios with unpredictable or unprofiled interference.
Specifically, to achieve this, we construct a conservative model based
on measurement-based analysis to estimate the timing interference af-
fecting the reconfiguration delay. The model estimates the total impact
of contention on shared resources within the FPGA-SoC, referred to as
Contention Delay Bound (CDB), and adds it to the reconfiguration delay
in isolation ris/:
rbaund — r;wl +CDB = r;wl + NT . Lp

a

7 https://docs.amd.com/r/en-US/pg125-axi-traffic-gen.
8 https://www.arm.com/architecture/system-architectures/amba/amba-sp
ecifications.
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where CDB has been expressed as the product of the total number of
accesses from contenders that interfere with the DPR (N7), and the
maximum delay any DPR request can suffer from a single contender
transaction (Lp).

NT is estimated based on the task model described in Section 3.2.
Considering the execution of a SW-task r; = (r; |, 7/, ,,), we analyze
the impact of introducing an additional SW-task z,, which executes in
parallel and competes for shared resources. It is important to note that
the SW-task 7, considered here is unrelated to the r; introduced in
Section 3.2. SW-task r, has a period T,, WCET C,, deadline D,, and
generates no more than N, transactions. The timing diagram in Fig.
5 shows the execution of 7; alongside 7. Both SW-tasks are released
at time f,. At time 1,, the DPR process begins, during which the RC
accesses DRAM to read the PBS, issuing transactions in parallel with the
execution of 7,. For 7; to generate interfering transactions with those
issued by the RC, a job must be released no earlier than 1, — T}, as any
earlier job would complete before the start of the DPR. Similarly, a job
of 7, that generates interfering transactions must be released between
t, and 13, as the DPR would be completed beyond this interval and no
interference would hence be possible. Hence, the critical time window
for analyzing contention spans t; — (t) — T},) = tp + % — (1, = T}) =
T, + ri*°! (as shown in Fig. 5). Within this interval, 7, can release at
most (T, +ris') /T, jobs, each potentially issuing up to N, transactions.
Thus, the total number of interfering transactions generated by 7 is
bounded by N, - [(T}, + ri*')/T,]. Extending this analysis to the sets I’
and Iy, the total number of accesses from contenders is:

nol nol H
+T, +C,
NT= ) - T LERELY z < ¢ .NH &)

w€ls tHery

To estimate L,, it is essential to determine the access latency
to shared resources caused by contenders. Since this information is
typically not available in the documentation, it must be obtained
using measurement-based techniques. Given that access latencies vary
depending on the BL of each transaction, in the proposed approach L,
is defined as:

L,=max(L’) j=1,..,BL,,, )

Here, L’ represents the latency for serving a transaction (read or
write) of the contenders using a burst length BL = j, while BL,,,,
denotes the maximum permissible BL. To derive L/, the DPR process
is executed alongside a set of microbenchmarks (as defined in Step 3)
acting as contenders performing read and write accesses and producing
interference levels higher than the ones that would be seen in normal
operations [34]. Section 4 details how to configure microbenchmarks
to fit this scenario. For instance, in one experiment, while the DPR
executes the PBS reading, co-runners perform read and write operations
with a BL = j. For each scenario, L/ is obtained as:
r‘l; _ ri]sol

L= N~ 3

req

where r/ is the reconfiguration delay measured under contention and
N,,, is the total amount of transactions generated by the contenders

through microbenchmarks. By using Egs. (1) and (2), we obtain:

tsol tw
) +T, +C
bound __ isol k H
phound — ylsol 41 N L= N+ Z SN L @
w€lg EF,, a

The computed r‘ZO““d serves as a safe upper bound under any real-
istic interference scenario, making it suitable for use in schedulability
analysis. Furthermore, Eq. (4) can also be applied at runtime. The run-
time overhead required to compute r2°“"d (for example, by a scheduler
aware of the currently active tasks, their periods, and their maximum
number of transactions) depends on the number of scheduled tasks.
This overhead is negligible, approximately one order of magnitude
lower than the reconfiguration delay, as discussed in Section 4.2.
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Fig. 5. Timing diagram of the execution of SW-tasks 7, = (r;,,z/,7,,) and a parallel task .

3.3.5. Step 5: Mitigation

Step 5 takes Eq. (4) and the required r"** < rb%nd as inputs. It
produces a configuration for the QoS mechanisms that ensures the
reconfiguration delay is constrained to a maximum value 7. As
discussed in Section 3.1, we consider a QoS mechanism model imple-
mented in HW that can allocate a fraction of the total bandwidth to
each component by regulating the number of transactions N, and N 7.
Since the QoS mechanism can control N, and N ;’ , we reformulate
Eq. (4) as follows:

+ Set pbound = pmax_ where 4% js provided as an input to the
proposed approach.

+ Move N, and N to the left-hand side and treat them as variables
to be determined by solving Eq. (4).

The resulting equation is:
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Eq. (5) represents a first-order linear equation, where the number
of variables corresponds to the cardinality of I's and I'y. To find
a configuration that satisfies Eq. (5), we model the problem as a
constrained optimization, where the decision variables are the number
of transactions (N, for SW-tasks and N HH for HW-tasks) assigned to
each SW-task r, € Iy and each HW-task </ € I'y, respectively. The
objective is to determine values for the full set of Ny and N7 such
that Eq. (5) holds, ensuring that the reconfiguration delay remains
bounded by r™*. The optimization problem is solved numerically,
and its formulation can include various constraints, depending on the
design choices and platform limitations, such as:

» Equality constraints: designers may require that some tasks
receive the same number of transactions, e.g., Ny = N b” .

+ Lower bounds: each N, and N must satisfy a minimum trans-
action rate, such as N, > N, and N7 > N, to preserve
functionality.

- Integer constraints: the values of N;, and N7 must be integers
to match HW limitations in QoS configuration.

The effective constraints depend on the design choices, and Sec-
tion 4 details the constraints adopted for the experimental activities.
The solution is computed using MATLAB fmincon solver, which min-
imizes the absolute error between the two sides of Eq. (5) by iteratively
searching for a valid configuration of N, and N that satisfies all
constraints. Once a feasible solution of N, and N, f is found, the QoS
mechanism can be configured accordingly.

It is worth noting that the proposed approach assumes designers
know in advance the value (or set of values) of M in order to
profitably perform DPR (see Section 3.2), and that the optimization
problem is solved offline. This allows the corresponding QoS configu-
rations to be precomputed and readily available at runtime. As a result,

the runtime overhead of the proposed approach is limited to applying
the QoS configuration, which depends on the specific QoS mechanism
being used. Section 4.3 shows that, in the case of the QoS400 [40], the
time required to apply the QoS configuration is negligible.

3.4. Generalization

The proposed approach is designed to be broadly applicable, and
many FPGA-SoC platforms for real-time embedded applications may
benefit from it, as it builds on the reference platform described in
Section 3.1. If the processing component is not represented by the APU
but instead by another component within B,,, (such as RPU € B,,,,
as in the case of [22]), the proposed approach is affected in Step 3, as
the microbenchmark must be regenerated to target the new component.
However, the overall structure of the proposed approach remains valid,
guiding designers in deriving a new r*"¢, Furthermore, the provided
microbenchmarks are highly configurable (see the input parameters of
Algorithm 2 for the APU microbenchmark and the access-generating
modules for the FPGA microbenchmark) and can serve as a starting
point.

If the bandwidth regulation QoS mechanism operates under a dif-
ferent model, such as an on-off mechanism on the data bus (e.g., the
works in [41-43]), the model must be adapted to incorporate the total
number of transactions N, to ensure compatibility with the proposed
approach. For FPGA-SoCs equipped with QoS mechanisms that do not
regulate bandwidth (e.g., QoS mechanisms granting privileged access,
such as DDR QoS in AMD/Xilinx Zynq Ultrascale+ [26]), Step 5 must
be redefined. This redefinition requires first modeling the available QoS
mechanism and then correlating it with the parameters of Eq. (5). For
instance, methodologies like those presented in [24] offer guidance
on characterizing QoS mechanisms in DDR Memory Controllers. Once
an appropriate model is developed, these strategies can be applied to
effectively bound the reconfiguration delay.

If the FPGA-SoC cannot be described through the reference plat-
form, such as for the case of FPGA-SoCs not used in embedded systems
context (such as for cognitive radio applications or datacenter use
cases), adjustments to the proposed approach are required. Cognitive
radio applications use DPR for time-multiplexing functions on FPGA
logic [44]. Datacenter applications use DPR for custom processing on
multi-FPGA clusters to reduce data movement [32]. In this case, the
proposed approach is primarily impacted in Steps 1, 2, and 3. This is
due to potential variations in the involved components and interference
channels, as well as the need to develop tailored microbenchmarks.

It is also worth noting that if the objective of the DPR changes, such
as for fault mitigation [7,22], only Step 2 of the proposed approach
would be affected. This is due to potential changes in the components
involved in the FPGA-SoC during DPR, i.e., the ones part of B,,. and
B,,,. In all these cases, the overall structure of the proposed approach
remains valid.

Finally, if the task model changes, the proposed approach is affected
in Step 1 and Step 2 (due to a change in B,,,) as well as in Step 4, where

par
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the formulation of r2**Y must be adjusted to account for interfering
transactions.

4. Experimental results

This section presents the experimental activities conducted to
demonstrate the application of the proposed approach for character-
izing the reconfiguration delay on the AMD/Xilinx Zynq UltraScale+
(ZUS+) platform [26]. The Zynq UltraScale+ technical documentation
provides limited information about the functional behavior of the
underlying IP blocks on which it is built [24]. As a result, the extent
of timing interference caused by contention on the DPR is not known
in advance. Therefore, our approach is well-suited to addressing this
problem. The experimental activities show how to obtain a safe bound
rbeund for the reconfiguration delay and, given a required r™e* < rbound,
how to ensure that the required r7** is obtained through proper
configuration of the QoS400 mechanisms [40] available on the ZUS+
platform. In both cases, the predicted reconfiguration delay values are
compared against actual working conditions to assess the safety margin
and accuracy of the obtained bound. In particular, given the value of
rbound and the measured value of r%@ (defined as the actual measured
reconfiguration delay), the results are reported using two metrics:

* The percentage increase in reconfiguration delay X with respect
to r/*°l, denoted as ArX%:

P rtsol

a a
Ar % = ——— -
a pisol
a

100 ©6)
where x indicates the specific reconfiguration delay metric being
considered (e.g., Art®"% refers to the percentage increase of
rbound oyer risol). Having a value of ArX% is equivalent to having
x _ Ary%
= (1 T
The accuracy of r2d with respect to r4™!, quantified as the
distance between the two percentage increases:

. rlSU[
a

accuracy = ArZ"“”d % — A rzctual%

O]

Having the value of accuracy and knowing 4r2"4 % gives the ratio
between rb%"d and roctual;

bound accuracy
a =1+ 100
actual — actual g
re 1+ Arg %
100

The section is structured as follows: Section 4.1 describes the Zynq
Ultrascale+ platform, Section 4.2 details the application of Steps 1
to 4 to the ZUS+ to obtain a safe bound to reconfiguration delay,
and Section 4.3 reports the application of Step 5 to ZUS+ to obtain
the required r7'**. Finally, Section 4.4 provides a discussion of the
obtained results. All the experimental activities are performed using a
host machine made of a 12-core Intel Xeon machine with 32 GB of
RAM, running Ubuntu 16.04 and Xilinx Vivado 2020.2, plus a ZCU102
development board hosting an XCZU9EG chip of ZUS+ family. We
operate without an operating system on the ZUS+ (bare-metal) or any
external code, minimizing unwanted interferences.

4.1. The Zynq Ultrascale+

This subsection provides a brief overview of the technical details,
available from documentation in [26], regarding the components of
ZUS+, the observability, and mitigation mechanisms. The Zynq Ul-
traScale+ (ZUS+) is an FPGA-SoC divided into two main areas: the
PS-side, which consists of hardwired components, and the PL-side,
which houses an FPGA. Fig. 6 presents the block diagram of the ZUS+,
using the same color coding as the reference platform in Fig. 3. The
main processing components include a quad-core Arm Cortex-A53 APU
and a dual-core Arm Cortex-R5 RPU, as well as accelerators that can be
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implemented in an FPGA. The memory system comprises various on-
chip units, such as the On-Chip Memory (OCM) and the DDR Controller,
which serves to access the off-chip DRAM. The DDR Controller has
six ports, PO to P5: PO is 64-bit wide, while the others are 128-bit
wide. The interconnect follows the AXI4 standard and includes top-
level switches and second-level switches denoted as “x” in the figure.
To interact between the PL-side and PS-side, various interfaces are
available, including 128-bit wide HP ports. The ZUS+ includes AXI
Performance Monitor (APM),’ indicated as APM in Fig. 6, which en-
ables the collection of statistics on packets transmitted over an AXI link,
including read and write operations and the amount of data transferred.
Regarding mitigation mechanisms, the ZUS+ integrates various QoS
mechanisms, including the Arm QoS400, Arm QVN400, and the QoS
functionality within the DDR controller. The experimental activities
specifically focus on the QoS400 mechanism [40], as it enables the
regulation of bandwidth access to shared resources. Further details on
Qo0S400 are provided in Section 4.3. In Fig. 6, all QoS400 instances
are labeled with a number, and positioned near the corresponding link
where they are implemented.

4.2. Safe bound for reconfiguration delay

This subsection details the application of Steps 1 to 4 to the ZUS+ to
obtain a safe _rﬁ"“”" . Specifically, the objective is to determine the values
of N,,, and r,, which are required to compute L, to be used in Eq. (4).
Step 1 and Step 2 lay the groundwork for obtaining N,,,, while Step
3 prepares for ). Finally, Step 4 executes the test campaign to derive
N,,, and r}, obtaining L, and finally r2%<.

In order to obtain N, it is necessary to monitor the load on the
interference channels using observability mechanisms. To determine
the appropriate APM on ZUS+, we must identify the components that
form the interference channels, which are obtained by instantiating
Byprs Bpars By, and B, on the ZUS+ (Step 1 and 2). On ZUS+, a
DPR can be performed through two mutually exclusive RIs: PCAP and
ICAP [26]. In our experiments, we assume the use of PCAP (depicted
in green in Fig. 6), as it is more frequently referenced in the literature
on ZUS+. This choice is motivated by (i) its lack of impact on PL-side
resources and (ii) its designation as a trusted channel for perform-
ing DPR from the APU [26]. This assumption is not limiting, as our
approach remains applicable regardless of the chosen RI. The ZUS+
documentation provides limited information on the phases of a DPR
and the components involved during its execution. To address this gap,
we conducted an in-depth analysis, supported by targeted character-
ization using ZUS+ observability mechanisms and reverse-engineering
experiments, reported in the external appendix.'® A SW-task running on
the APU can initiate a DPR by interacting with the CSU-DMA RC. Once
the request is made, the DPR proceeds along the reconfiguration path
highlighted in green in Fig. 6. The final component mapping results are
reported in Table 3.

Considering B;. on ZUS+, the selected APM to monitor the load
and to obtain N,,, are: APM1, APM4.1, APM4.2, APM4.3, APM4.4, and
APM4.5 1t is worth noting that the CCI, the DDR Controller, and the
DRAM (elements of B;.) are sourced from third-party vendors (e.g., Arm
CCI-400 and Synopsys uMCTL2 DDR Controller) and their information
about contention management are not publicly available to build a
timing model. This lack of details further justifies the need for the
proposed approach to derive a safe r2". Given B, and B, the

microbenchmarks are generated (Step 3):

* RC microbenchmark (PBS), ;). We used the DPR Injector set
for P = Zynq UltraScale+ to generate PBS,,p with four different
PBS...: 512 kB, 1 MB, 1.5 MB, and 2 MB. On the selected host

size*

9 https://docs.amd.com/v/u/en-US/pg037_axi_perf mon.
10 https://tinyurl.com/AppenDX.
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Fig. 6. Zynq UltraScale+ SoC block diagram. The block diagram is inspired by [37]. The colors in this figure follow the same convention used in Fig. 3. For the

color code of this figure, please refer to the web version of the article.

Table 3
Instantiation of By,., B,,, B, and B, on ZUS+.
By RC RI RM INT DRAMC DRAM
B, on ZUS+ CSU-DMA PCAP RM a DDR Controller DRAM
B, APU FPGA INT DRAMC DRAM CACHE
B, on ZUS+ ARM Cortex-A53 PL b DDR Controller DRAM L1/L2 caches of APU
B, = B,, N B, INT DRAMC DRAM - - -
B,. on ZUS+ ccr DDR Controller DRAM - - -
By. = By \ Bun \ By APU FPGA - - - -
B,,. on ZUS+ ARM Cortex-A53 PL - - - -

sre

a Refers to all the interconnection components on the reconfiguration path, namely crossbar, IOP Outbound switch, LPD switch, CCI (on the green path in Fig. 6).

b Refers to the crossbars and CCI involved in the execution of tasks in parallel to the DPR.
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Fig. 7. r*' in blue and reconfiguration bandwidth in green for different PB
the article.

machine, the DPR Injector generates these PBSs in an average of
2 ms. In contrast, obtaining the same PBS using a traditional DPR
flow requires approximately 60 min per PBS [19].

APU microbenchmark (z,,3). We generated traffic from the APU
by creating a SW-task 7,5 using Algorithm 2, setting n = 16 MB,
s = 16, and varying k across different values to be used in Step
4. 7y, is cross-compiled and can be executed on each core of the
ARM Cortex-AS53.

FPGA microbenchmark (rg ). We generated HW-tasks TI\Z 5 by
adding one Xilinx AXI-TG'! per HP port on PL-side, as depicted
in Fig. 6. Each AXI-TG (i) is configured to work with 128-bit data
size and clocked at 300 MHz (the maximum available for HP ports
on PL-side), (ii) allows the generation of AXI4 transactions with
configurable BL, and (iii) can be enabled individually.

The addresses accessed by RC during a DPR with PBS),p, the in-
struction and memory areas of each APU core when executing 7,5, and

11 https://docs.amd.com/r/en-US/pgl25-axi-traffic-gen.
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the addresses accessed by AXI-TGs when executing 72 , are allocated

in dedicated regions of external DRAM, ensuring no overlap. With Step
4 is now possible to obtain ri*”' for the four selected PBS,; ,. Each test
is executed 100 times and repeated for the four PBS,; . The maximum
value of r*°' is shown in blue in Fig. 7, while the green line indicates
the minimum observed reconfiguration bandwidth, which is 665 MiB/s.

L To do

max*

To obtain L, we need to collect L/ for j = 1,...,B
this, we prepared contenders that perform read and write transactions,
producing interference levels higher than those observed in normal
operations. Without loss of generality, we define as normal operation the
case of a DPR occurring while, in parallel, PL-side and APU components
perform sequential or random accesses to external DRAM, followed by
computation activities. Sequential accesses involve addresses that are
sequential between separate burst transactions, with memory accesses
inside a burst also being sequential. In contrast, random accesses in-
volve random addresses between separate burst transactions, although
memory accesses inside a burst remain sequential.

To generate interference levels higher than those seen in normal opera-
tion, we applied the following configuration:


https://docs.amd.com/r/en-US/pg125-axi-traffic-gen
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Table 4
Description of tests to obtain r, and N,,,.
Test ID # APU APU # AXI-TG AXI-TG
1 3 RW 4 RW/sequential
2 3 RW 4 RW/fixed
3 3 R 4 RW/fixed
4 3 R 4 RW/sequential
5 3 R 4 R/fixed
6 3 R 3 RW/fixed
7 3 RW 3 RW/fixed
8 3 R 3 RW/sequential
9 3 RW 3 RW/sequential

+ CONFIGURATION: One APU core continuously requests DPR,

while the remaining three cores exclusively perform memory
accesses that directly target DRAM (they execute 7,,5 without
computation, k = 1 in Algorithm 2). The accesses from the three
cores include both reads and writes. This setup represents the
maximum DRAM request load the APU can generate with three
cores, as every memory access results in either an L2 cache miss
or an L2 cache write-back.
In parallel, AXI-TGs continuously perform memory accesses fol-
lowing a fixed access pattern toward DRAM. Unlike sequential
or random accesses, fixed accesses use addresses that remain
unchanged between separate burst transactions. These accesses
include both reads and writes. This setup represents the maximum
DRAM request load that the AXI-TGs can generate, as the memory
controller processes requests targeting the same rows within the
same banks.

The random access pattern was not considered, as it generates
lower bandwidth toward PL-side components, and thus does not gen-
erate higher interference levels [45]. It is worth noting that the max-
imum DRAM request load in the configuration described above as-
sumes no prior knowledge of the DRAM memory mapping organization
(i.e., given an address, it is unknown which bank, row, column, or
offset stores the corresponding byte). This assumption is made be-
cause DRAM memory mapping details are typically not disclosed [46].
Additionally, it is important to note that the configuration described
above, along with the tests presented in Table 4 (discussed next), is
ultimately aimed at obtaining ) and N, to finally determine L,.
The decision to use three APU cores was made to better automate
the testing process. Specifically, keeping one APU core continuously
requesting DPR allowed us to execute the tests multiple times and
obtain statistically meaningful results. Conducting the same tests with
four APU cores executing 7,,5 would require a modification: one APU
core, in addition to accessing DRAM, would need to request DPR. Each
time a DPR completes, it would trigger an interrupt to stop the selected
APU, which would then need to request a new DPR. We opted for the
approach where three APU cores execute 7,5, while one continuously
requests DPR and polls for its completion. To ensure this choice does
not impact the results, we also conducted some tests with all four APU
cores executing 7y, g, obtaining the same final results for L.

We measured r, and N,,, in different tests, described in Table 4.
For each test, the table indicates the Test ID (column 1), the number of
involved APU cores (column 2), the type of accesses performed by the
APU cores (either only reads (R) or reads/writes (RW), column 3), the
number of involved AXI-TGs (column 4), and the type of accesses per-
formed by the AXI-TGs (column 5). When the APU cores perform RW
operations, each iteration of the loop at Line 2 of Algorithm 2 involves
each APU core executing a read followed by a write, both of which
generate accesses to DRAM. When the AXI-TGs perform RW operations,
read and write transactions are generated in parallel by each AXI-TG.
The case with four AXI-TGs corresponds to the architecture depicted in
Fig. 6, where each AXI-TG is mapped to a separate HP port. In contrast,
the case with three AXI-TGs involves one AXI-TG connected to HPO, one
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to HP2, and one to HP3, leaving HP1 disconnected. This configuration
prevents transaction multiplexing between HP1 and HP2 [45]. Each test
was performed for all PBS,;_, and for BL values of 4, 8, 16, 32, 64,
128, and 256. Since the BL of the APU is fixed (as it is hardwired on
the PS side), we varied the BL only for the AXI-TGs on the PL side.
Additionally, all AXI-TGs were configured with the same BL. While
running the tests, -/ was measured with an internal timer and N,q Was
obtained using the APM identified in Steps 1 and 2.

Fig. 8 reports the percentage increase in reconfiguration delay 4r/%
against different BL = j. The results indicate that the highest trend of
Arf,% is observed in Test 3 (Gray line) and Test 2 (Orange line). From
Fig. 8, it can be seen that when AXI-TGs perform sequential accesses,
Ar'% is much lower. The case of AXI-TGs performing sequential ac-
cesses is included to confirm that AXI-TGs operating with fixed accesses
generate higher levels of interference compared to normal operations.
Additionally, the case with three AXI-TGs performing fixed accesses
shows a high 4r/% for BL = 32 and above. Furthermore, for Test 5,
where both the APU and AXI-TGs perform only read accesses, Fig. 8
does not exhibit a high 4r/%. This is because, in the DDR controller,
read and write operations share data structures. As a result, higher
contention-induced interference is triggered only when both reads and
writes are generated together.

Since Test 2 and Test 3 show the highest trend in Ar/%, the value
of L, is selected as the maximum L’ from both cases for each BL. The
value of L/ is computed using Eq. (3). The chosen L » values for each
BL are reported in Table 5. By using L, for the corresponding BL, it
is possible to compute the r>° knowing N, and T; for SW-tasks and
NH and CF for HW-tasks.

Safety margin and accuracy. In order to evaluate the safety margin
of the obtained 2", we examine four scenarios where N, and T, (for
SW-tasks), and CaH and N aH (for HW-tasks) are set. In each scenario,
the actual reconfiguration delay 2" is measured and compared with
the b4, To focus the evaluation on corner cases, we use the following
settings:

+ We schedule tasks with periods 7T, = ri*’ and we set CH =
risel This setup allows us to analyze the behavior of r2* under
conditions where it is maximized while excluding cases where
T, < rij"' , as these are not practically relevant [16].

We set all the tasks to perform very little computation and a high
number of memory accesses (1% computation and 99% memory
accesses). For each memory access, we cause an access in DRAM.
We perform sequential memory accesses.

The four corner case scenarios are defined as follows:

+ Scenario 1: Three SW-tasks r,,7,,7; € I'¢ are running on three
separate APU cores, and four HW-tasks =7, </, 7, c# e Iy are
running on the FPGA, one for each HP-port. SW-tasks perform
reads, while HW-tasks perform reads/writes.

Scenario 2: Three SW-tasks 7|, 7,,73 € I'g are running on three
separate APU cores, and four HW-tasks /7 ,r,f’ N ,rf € Iy
are running on the FPGA, one for each HP-port. SW-tasks and
HW-tasks all perform reads/writes.

Scenario 3: Three SW-tasks 7, 7,,73 € Iy are running on three
separate APU cores, and three HW-tasks ¢ ,r[f’ 8 e Iy are
running on the FPGA, one for each HP-port without using the HP1
port. SW-tasks perform reads, while HW-tasks perform reads/writes.
Scenario 4: Three SW-tasks 7, 7,,73 € I'g are running on three
separate APU cores, and three HW-tasks ¢/, <7 e Iy are

running on the FPGA, one for each HP-port without using the HP1
port. SW-tasks and HW-tasks all perform reads/writes.

In the analyzed case where T, = CH = ri5  all transactions are
included in the calculation of rZ‘"”'d with the same weight (see Eq. (4)),
and can be summed together to obtain the total number of transactions
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Table 5

Values of L’ (in seconds) for the two configurations producing highest 4r,% and final choice of L,. j refers to

the value of BL for AXI-TGs.

Test j=4 j=8 j=16 j=32 j=64 j=128 j =256
L’ (Test 2) 3.72E-09 4.59E-09 7.73E-09 1.15E-08 2.25E-08 2.43E-08 2.46E-08
L/ (Test 3) 3.97E-09 4.83E-09 8.83E-09 1.30E-08 4.03E-08 4.80E-08 5.22E-08
L, = Max L 3.97E-09 4.83E—-09 8.83E-09 1.30E-08 4.03E-08 4.80E-08 5.22E-08
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Fig. 9. The four corner case scenarios to evaluate the safety margin and accuracy of the obtained r®". Orange and blue bars represent Ar’*¢% and Aré™!%,
respectively. For the color code of this figure, please refer to the web version of the article.

under actual test N. For all the scenarios, we set the PBS

= 512 kB.

size

We tested different cases for different BLs. The N values for each tested

scenario are reported in Table 6.

Fig. 9 shows the percentage increase in reconfiguration delay 4r,%
for each Scenario (using Eq. (6)). Specifically, the orange bars represent
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Arbound g while the blue bars represent A4r®™“!% (measured by imple-
menting each scenario on the target and observing the reconfiguration
delay). It is worth noting that in Scenario 2, data for BL = 128 and BL
= 256 are excluded due to instability in the system architecture caused
by the DPR design flow, preventing the test execution.
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Table 6
Total number of transactions under actual test (indicated as N) for the four
corner case scenarios and different BLs.

BL 4 8 16 32 64 128 256
Scenario 1 133.363 90.726 55.167 38.977 30.001 25.658 23.436
Scenario 2 126.227 96.118 66.453 52.508 44.619 28.000 23.400
Scenario 3 117.385 81.508 53.841 37.457 29.146 25.286 23.179
Scenario 4 119.099 89.883 66.849 53.749 46.163 42.383  23.179
Scenario5
250
200
150
Ar,%
100
50
. A I 1 Il
4 8 16 32 64 128 256
BL

Fig. 10. The mixed-load scenario to evaluate the safety margin and accuracy
of the obtained r’/. Orange and blue bars represent Art®"4% and Arace!%,
respectively. For the color code of this figure, please refer to the web version
of the article.

The results indicate that r2®? is safe, as it consistently exceeds the
rZ”"“’ . Additionally, it can be noticed that the accuracy (see Eq. (7))
of the rbm varies with the BLs, with the lowest accuracy = 432
observed in Scenario 4 for BL = 128. An accuracy = 432 indicates that
rbound — 3 15. pactual " This inaccuracy arises because the proposed model
does not account for how the DDR controller processes transactions
at different BLs. Addressing this issue will be part of future work.
In the other scenarios, the accuracy is higher, with the best result
observed in Scenario 3 at BL = 8, where accuracy = 27 and rbond =
1.15 - pectual " indicating a very tight prediction of the reconfiguration
delay. In Scenario 4, for BL = 128, we observe the highest value of
Arbound = 5339 indicating that rbod = 6.3 . pisol,

In addition to the corner-case analysis, we also perform an evalua-
tion under mixed-load conditions, which represent a scenario far from
the corner case. To this end, we use the following settings:

+ Tasks are scheduled with periods T}, = r*°/, and we set CH = riso!,

+ All tasks are configured to perform mixed-load computation (50%
computation and 50% memory accesses). For each memory ac-
cess, a DRAM access is triggered. We perform sequential memory
accesses.

The mixed-load scenario is defined as follows:

* Scenario 5: Three SW-tasks z,,7,,7; € I'g are running on three

separate APU cores, while four HW-tasks /7, [f’,r,H i e ry

c d
are executed on the FPGA, one per HP port. SW-tasks perform

reads/writes, while HW-tasks perform reads.

It is worth noting that this scenario is inspired by a real case study
involving the ZUS+ platform, specifically the Deep Learning Processor
Unit reference design from Xilinx [47], in which two instances of
Deep Learning Processor Unit, implemented on FPGA, execute neural
networks, characterized by read bursts and minimal write operations,
while the APU cores manage the rest of the system and run an operating
system. For Scenario 5, we set PBS,,, = S512kB. Fig. 10 shows
Arbond g, and Ard<al%, The value of r2d safely overestimates the
actual reconfiguration delay r™“!, with the lowest accuracy observed
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Scenario 1 without SW-tasks

150
100
Ar,%
50
0 - u | |
4 8 64 128 256
BL

Fig. 11. Arb*"?% (orange bars) and Ar"% (blue bars) for different BLs in
a Scenario with no SW-tasks scheduled and ¢, 7/, z¥ .t/ € I'; performing
read/writes in sequential mode. For the color code of this figure, please refer

to the web version of the article.

for BL = 128, where accuracy = 160, indicating that r5"d = 2.14. pactual,
As expected, in the mixed-load scenario, both Ar?"99% and Ar2"' 9 are
lower compared to the corner-case scenarios.

Runtime overhead. Finally, by using the proposed approach, the run-
time overhead to compute rt% (for example, by a scheduler that
knows the currently scheduled tasks, their periods, and their maximum
number of transactions) depends on the number of scheduled tasks.
Eq. (4) requires one division, one multiplication, and one addition
for each term of the summation. Assuming the scheduler runs on the
APU ARM Cortex-A53 and the task set consists of four SW-tasks and
four HW-tasks, the time to execute these operations is approximately
200 ns, which we consider negligible compared to the millisecond-scale
durations involved in DPR operations. Hence, the first-order equation
Eq. (4) can be quickly computed by a scheduler when the system sce-
nario changes (for example, when scheduling other tasks). For example,
suppose a DPR is required when SW-tasks 7, 7,, 73 of Scenario 1 are not
scheduled. In that case, the scheduler would recompute the rbound, pbound
would behave against r4¢™“s! as shown in Fig. 11, reporting a worst-case
accuracy = 111 for BL = 4, indicating that rb%"d = 2.04 . pactual,

4.3. Maximum reconfiguration delay through QoS mechanisms

In order to evaluate if the proposed approach is able to set a working
point with the QoS400 regulators [40] available on ZUS+, capable
of guaranteeing a maximum value for the reconfiguration delay r**,
we took into account Scenario 4 from the previous section and set a
requirement of /¥ < rZ"“"". In particular, considering the behavior of
the Arbond9 reported by the orange bars in Fig. 9d for Scenario 4, and
plotted also in Fig. 12a, we set two requirements to be satisfied for each
BL and for the case T = CH = risol:

* To obtain a maximum A4r7*% =
. pisol
1.8 r
+ To obtain a maximum A% =
. pisol
1.9-r p

80%, corresponding to r** =

90%, corresponding to r7'* =

As detailed in Section 3.3.5, to proceed with Step 5 of the proposed
approach, we need to set ¢ = ymax in Eq. (4), in order to obtain
Eq. (5). Scenario 4 consists of three SW-tasks 7,7,,7;3 € I's executed
on three APU cores, which generate N;, N,, and N; transactions,
respectively, and three HW-tasks 7/ ,r[fl ,e# € Iy running on the
FPGA, which generate N f , N bH ,and N c” transactions, respectively.
After setting re* in Eq. (5), we also impose the following constraints:

+ Regulation is applied only to the HW-tasks on the FPGA, avoiding
any regulation of the SW-tasks on the APU cores. This constraint
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Fig. 12. Regulation applied to Scenario 4. Orange and blue lines represent Ar’*!% and Are"'%, respectively. For the color code of this figure, please refer to

the web version of the article.

ensures that the timing performance of SW-tasks remains unaf-
fected, while only the HW-tasks are impacted. This models a
scenario in which the APU executes critical SW-tasks, whereas
the FPGA handles non-critical HW-tasks [37]. The constraint is
reflected in the fact that the decision variables of the optimization
problem are limited to N f , N bH ,and N CH .

Equality constraints: An additional constraint requires the regu-
lation parameters for the HW-tasks to be equal, i.e., N7 = N [f’ =
NH,

Integer constraints: The values of N = N/ = N must be
integers.

By using Eq. (5) and the defined constraints, we found solutions
that satisfy both requirements Ar7*% = 80% and Ari™% = 90%.
For each requirement, we executed the MATLAB fmincon solver for
BL values of 4, 8, 16, 32, 64, 128, and 256. Specifically, for each
pair (4r™*%, BL), we obtained values for N7, N lf’ , and NH, which
represent the maximum number of transactions that the HW-tasks
w2, cH € I'y can generate during their respective execution times
cH, le“', and CH. For example, for the case of BL = 256:

- For 4r™*9% = 80%, we obtain N¥ = lei = NH = 590. Consid-
ering that without regulation we have N7 = N = N¥ = 686,
applying regulation to meet the Ar*% = 80% results in a 14%
slowdown for the HW-tasks 7/ ,rlf’ ,zf € I'y in the considered
scenario.

* For 4/"™% = 90%, we obtain N = NJf =
corresponding to a 12% slowdown for the tasks 77

NH = 603,
,'rbH s TCH ely.
The values of N¥ = N [f" = NH must be enforced by the QoS400
[40]. In our tests, we used the QoS400 instances located immediately
after the HP ports, numbered 1, 3, and 4 in Fig. 6 (port 2 is not
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used since HP1 is not involved in Scenario 4). The QoS400 is a HW
component that can be controlled via registers by various process-
ing components on the ZUS+, including the APU. It supports three
operating modes: transaction rate regulation, outstanding transaction
regulation, and transaction latency regulation. To align with the type
of regulation required by the proposed approach, we selected the trans-
action rate regulation mode. In this configuration, the QoS400 allows
setting the average number of allowed transactions per clock cycle through
an internal register. Given the total number of transactions N7 =
N [f’ = NH, we compute the corresponding average allowed transaction
rate and configure the QoS400 accordingly. Once set, the QoS400
enforces the regulation within a few clock cycles [43]. Fig. 12 reports
the results of the predicted 4r2°"@% in orange and the actual Ar¢ce! %
in blue, highlighting how the configurations for QoS400 obtained with
the proposed approach satisfy the requirements of 4r*% = 80% and
AP = 90%.

These results show how the proposed approach guarantees a max-
imum reconfiguration delay by introducing a controlled slowdown for
the contenders, rather than halting them. This is because contenders
are still free to generate transactions, up to a given threshold, during
their execution period.

4.4. Comparison against related work

In order to provide a comparison with related work, this section
analyzes the results of experimental activities involving the proposed
approach, along with works from Group (ii) and Group (iii) of Table
1. These groups include those approaches that provide a provable
worst-case reconfiguration delay.

From the experimental activities, the considered setting corresponds
to Scenario 4, with the requirement that 4r™*% = 80% (i.e., r'™* =
1.8 - ri*). We analyze two cases: one with PBSg,, = 2MiB and
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Comparison of experimental results obtained with the proposed approach against related works that
provide a provable worst-case reconfiguration delay (Group (ii) and (iii)). Data refer to a Zynq

UltraScale+ XCZU9EG device and analyze the cases where PB.S

= 2 MiB and PBS,;,, = 8 MiB. For

size

the color code of this table, please refer to the web version of the article.

Slowdown of

Paper Impact on resources contenders Ar%
RESiorage% (PBS = 2 MiB)  RESjorq.% (PBS = 8 MiB)

Damschen et al. [15] 50% (BRAM) >100% (FULL FPGA) 0% 0%

Pezzarossa et al. [20] 50% (BRAM) >100% (FULL FPGA) 0% 0%

Valente et al. [21] 0% 0% 100% 0%

This work 0% 0% 14% 80%

one with PBSg,. = 8MiB. Table 7 compares how each approach
addresses this scenario. Damschen et al. [15] and Pezzarossa et al. [20]
store the entire PBS in dedicated on-chip FPGA memory, resulting
in RESgorage% = 50% of BRAM usage solely for PBS storage. This
approach guarantees Ar®*% 0, fully satisfying the requirement
Ar™% = 80%. However, this strategy over-satisfies the requirement at
the cost of significantly reducing the available BRAM for implementing
functional logic on the FPGA. Moreover, if the PBS size increases to
PBSg,. = 8MiB, it becomes impossible to store it entirely on the
FPGA due to resource constraints, making the system implementation
infeasible. Valente et al. [21], instead, stores the PBS in external
DRAM but halts all other system activities during DPR, resulting in the
maximum possible slowdown of contending tasks (100%). In contrast,
in the proposed experimental activity described in Section 4.3, we
shown that the proposed approach satisfies the requirement by storing
the PBS in external DRAM and applying runtime bandwidth regulation
to FPGA HW-tasks using QoS400 regulators. This configuration allows
upto NI =N ;’ = NH =590 transactions from contenders from HW-
tasks and results in a measured slowdown of 14% for contenders, while
guaranteeing Ar]'®*% = 80%. This result holds for any PBS;,,, as the
requirement Ar7®*% = 80% is defined in terms of the ratio r7* /rff°1.

This comparison highlights that the proposed approach achieves
an effective balance between minimizing resource occupation and pre-
serving system responsiveness. By avoiding the overhead of on-chip
PBS storage and allowing continued execution of contending tasks
(even if regulated), it meets real-time constraints while maintaining the
availability of FPGA resources for functional logic.

5. Conclusion and future works

Providing real-time high-performance computing while respecting
SWAP-C constraints requires a certain level of runtime management
to adapt to changing working conditions. The use of DPR in FPGA-
SoCs aligns with this goal, as it represents a solution that allows for
HW reconfiguration at runtime and provides on-demand acceleration.
This paper presented a five-step approach for deriving a conservative
bound on reconfiguration delay during the DPR process, which is
applicable in schedulability analysis. Unlike prior methods that rely
on resource isolation or system halting, our approach enables DPR
timing guarantees without disrupting the operation of co-running tasks
or incurring additional usage of resources. Furthermore, the proposed
approach allows the designer to determine a suitable configuration of
on-chip quality-of-service mechanisms to isolate the reconfiguration
delay from interfering tasks and achieve the desired reconfiguration
delay bound. Designed with respect to a general reference platform,
the proposed approach is applicable across a variety of FPGA-SoCs.
Experimental validation on a Xilinx Zynq UltraScale+ platform con-
firms the safe bound under both corner-case and mixed-load conditions.
Moreover, the approach enables delay mitigation to r™* = 1.8- rff"l via
Q0S400 regulation, without halting the system or consuming additional
resources.

Future work will focus on refining the model to capture burst-
length-dependent behaviors and on integrating the approach into a
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runtime scheduler for deployment in real-world use cases. In addition,
future efforts will aim to extend the reconfiguration delay bound to
other scenarios and FPGA-SoC platforms, leveraging the generalization
capabilities of the proposed approach.
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