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The cavity decomposition problem is a computational geometry problem, arising in the context of modern
electronic CAD systems, that concerns detecting the generation and propagation of electromagnetic noise
into multi-layer printed circuit boards. Algorithmically speaking, the problem can be formulated so as to
contain, as sub-problems, the well-known polygon schematization and polygon decomposition problems. Given
a polygon P and a finite set C of given directions, polygon schematization asks for computing a C-oriented
polygon P  with “low complexity” and “high resemblance” to P, whereas polygon decomposition asks for
partitioning P into a set of basic polygonal elements (e.g., triangles) whose size is as small as possible.
In this article, we present three different solutions for the cavity decomposition problem, which are obtained by suitably combining existing algorithms for polygon schematization and decomposition, by considering different input parameters, and by addressing both methodological and implementation issues. Since it
is difficult to compare the three solutions on a theoretical basis, we present an extensive experimental study,
employing both real-world and random data, conducted to assess their performance. We rank the proposed
solutions according to the results of the experimental evaluation, and provide insights on natural candidates
to be adopted, in practice, as modules of modern printed circuit board design software tools, depending on
the observed performance and on the different constraints on the desired output.
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INTRODUCTION

In modern electronic applications, microprocessors and integrated circuits typically have thousands of gates that switch simultaneously, and the pulsed and repetitive current drawn by these
active devices from the power distribution network (PDN) represents one of the main sources
of electromagnetic noise whose proper management is mandatory for a correct and reliable PDN
design [38].
In more detail, the PDN of modern medium-to-high-speed digital printed circuit boards
(PCBs) is typically formed by one or more pairs of conducting parallel planes (“power” and
“ground,” respectively) and has quickly evolved over time, as signal and clock frequencies have
increased, toward the planar power bus structure that is used extensively in today’s multi-layer
high-speed PCBs. In such structure, noise that is generated in the power bus can be easily propagated throughout the board, affecting operations of other active devices (in terms of signal integrity) [30].
To manage the generation and propagation of noise, in this scenario, one of the most used techniques is the so-called cavity model [21], in which facing portions of the power bus are considered
as resonant cavities that are then pairwisely analyzed, at analytical level, to search for electromagnetic interactions. To apply the mentioned cavity model technique, given the layout of a real-world
PCB, one of the primary activities to be performed is the identification and a suited geometric modeling of all the cavities and their connectivity properties [8]. The output of this process is typically
a dataset containing a suited geometrical representation of the cavities and connectivity properties themselves. Such geometrical dataset (along with electrical parameters) becomes the input to
a cavity model solver, which then takes care of analyzing electromagnetic effects. This implies that,
to obtain a correct and accurate electromagnetic analysis, a dedicated, suitable processing of the
cavities’ boundaries is required. Thus, a proper processing of cavities from a geometrical viewpoint, along with the cavity model solver, constitutes a module to be integrated into any modern
PCB design software tools.
More specifically, in geometrical terms, a power bus corresponds to a set of polygons with holes.
Two facing polygons, say P1 and P2 , located at parallel layers, say L 1 and L 2 , are said to form a cavity that is defined by a prism having polygon P = P1 ∩ P2 as base, and distance from L 1 and L 2 as
height (Figure 1). Unfortunately, currently available cavity model solvers can process analytically
only specific kinds of prisms, called basic prisms. Such prisms are those having as base polygonal
elements that are called basic components, which is either a right and isosceles triangle or a rectangle.
This is due to the inherent mathematical complexity of the analytical process induced by the electromagnetic model. In particular, when the shape of cavities (i.e., prisms) is restricted to volumes
with a rectangular or triangular base, the electric and magnetic fields in the cavity can be expanded
in a sum of orthogonal modes that can be efficiently processed, algorithmically speaking [26, 35].
Hence, given any complex board, with possibly many layers, a proper geometrical manipulation
of the cavities, made of the following sequence of tasks, is necessary to apply the cavity model:
(1) Prisms identification: Identify all prisms forming cavities in the given board.
(2) Prisms decomposition: Given the base P of each prism, find a minimal set of pairwise interior
disjoint basic components such that the union of all the basic components forms a schematized polygon P  having a high resemblance with P. Moreover, the sum of the areas of all the
schematizations P  must be as close as possible to the sum of the areas of all the bases P.
Note that the minimality about the set of basic components is necessary to reduce the effort
required by the analytical process to solve the electromagnetic model—as this is proportional
to such number of elements. Concerning the property imposed on the areas, observe that
the electromagnetic effects studied by the cavity model depend on the volume of the cavity,
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Fig. 1. A cavity generated by two facing power buses (the solid is highlighted by dashed lines).

and therefore, in replacing all the bases with the corresponding schematized versions, the
overall base area of the prisms must not be changed beyond a certain threshold.
(3) Prisms network identification: observe that decomposing base polygons is sufficient to obtain
a full decomposition of the prism into basic components, as vertical shapes connecting the
two bases are rectangles. Hence, each basic component obtained in the previous task defines
a cavity having a basic component as base. All such simplified cavities, along with the connectivity property (two cavities are “connected” or “adjacent” if two of their lateral faces are
adjacent), form the final geometric dataset to be provided as input to the cavity model solver.
Since tasks (1) and (3) can be easily solved by basic geometric tools, from an algorithmic point
of view the main challenges posed by the geometrical processing of cavities, necessary to the
application of the cavity model, are those associated to task (2). The aim of this work is to formalize
and study such a task: we call it the cavity decomposition problem.1
1.1 The Cavity Decomposition Problem
The cavity decomposition problem can be tackled in different ways, in principle, but a natural
approach2 is to define it as the combination of two well-known computational geometry problems,
namely the polygon schematization and the polygon decomposition [6], which are defined as follows.
Given a simple polygon P, a set of orientations (a.k.a. directions) C, and a constant ε ≥ 0, the
polygon schematization problem asks to compute a “C-oriented” polygon P  with a minimal number of edges and such that d (P, P  ) ≤ ε with respect to a given distance function d (). A polygon is
said to be C-oriented if all its edges are parallel to orientations in C. However, the polygon decomposition problem asks, given a simple polygon P as input, to compute a partition of P into simpler
output components. Depending on the type of output components, several versions of the problem
can be defined, including, for instance, the decomposition of polygons into convex components,
triangles, or others.
Given the preceding definitions, to solve the cavity decomposition problem with respect to a
single input polygon P (i.e., with respect to the base of a single input prism), we can first schematize
P into a C-oriented polygon P , where C contains only directions such that P  is either a rectilinear
or octilinear (a polygon is rectilinear when its angles are all multiples of 90◦ while it is octilinear
when its angles are all multiples of 45◦ ). Then, in a subsequent polygon decomposition step on
P , one can consider only the two types of desired components: octilinear triangles and rectangles.
Figure 2 shows an example of this method when the required final decomposition is done into
rectangles.
1 To

name this specific problem we prefer to use the term cavity instead of prism to better emphasize its relationship with
the whole geometrical processing of the cavities.
2 The only known so far.
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Fig. 2. A visualization of the proposed approach to solve the cavity decomposition problem with respect
to a single input polygon: in (a), the input polygon P; in (b), the schematization P  of P; in (c), a minimal
decomposition of P  into rectangles.

Some additional observations must be made to complete the description of the method adopted
in this article to attack the cavity decomposition problem:
O 1 : The schematization step involves the use of a distance function d () and of a bound ε on
the schematization error (i.e., an upper bound on the distance between the input polygon
and the schematized output). Since the cavity decomposition problem takes as input a set of
polygons P and does not expect any bound ε, it follows that part of an algorithmic solution
for the cavity decomposition problem (when it is based on a combination of schematization
and decomposition steps) is to calculate an ad hoc bound ε P for each polygon P ∈ P. Specifically, for the purpose, this bound should guarantee that (1) the schematization P  of P has
a high resemblance with P in terms of boundaries, and (2) by replacing each P ∈ P with the
corresponding schematized version P , the overall area of the input polygon is not changed
beyond a certain threshold. Concerning the latter, notice that the elements in P can be rather
heterogeneous with respect to their area, and hence imposing a fixed bound (in percentage)
for the difference between areas (zero in case of “area preserving” schematization) would
be too restrictive with respect to the considered application scenario (small cavities induce
small electromagnetic effects and vice versa; more details follow in the discussion).
O 2 : Since polygon decomposition takes as input simple polygons, any employed schematization
algorithm must preserve the simplicity of each input polygon. If not, between the schematization and decomposition steps, it is necessary to include an additional task to get simple
schematized polygons.
Following the preceding two observations, Figure 3 shows the pipeline of computational blocks
to be used to solve the cavity decomposition problem via a combination of polygon schematization and decomposition steps. Each polygon Pi ∈ P is processed so that: (1) an ad hoc bound ε Pi
for the schematization step is computed; (2) Pi and ε Pi are used to obtain a schematized octilinear/rectilinear polygon Pi; (3) if Pi is not simple, then it is “adapted” (i.e., it is converted into a
simple polygon Pi ); and finally (4) Pi is decomposed into basic components. Notice that the more
complex case in which Pi is a polygon with holes may occur: then, the schematization must be
applied both to the boundary shape and to each hole.
As a final remark, it should be noted that it is not uncommon to have 20+ layers on modern
medium-complexity boards,3 with hundreds of polygons in each layer. This may lead to a very large
3 Some

manufacturers claim to produce PCBs having 70+ layers—for example, see Sanmina Corporation at https://www.
sanmina.com/contract-manufacturing-design/printed-circuit-boards (last visited: February 20, 2021).
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Fig. 3. Visualization of the pipeline of computational blocks to be used to solve the cavity decomposition
problem. The third block is used only when Pi is not simple.

number of prisms, and hence to a large number of polygonal elements to be processed. According
to this final remark and to Observations O 1 and O 2 , any (practical) algorithm for solving the cavity
decomposition problem that is based on polygon schematization and decomposition algorithms,
should exhibit (and hence be evaluated on the basis of) the following quality parameters:
• (High) accuracy: The schematization step must be accurate in terms of approximation of the
input shapes (i.e., the schematized polygonal elements must (1) resemble the input as closely
as possible and, (2) have an area as close as possible to that of the input).
• (Low) output complexity: The algorithm must provide as few components as possible, to reduce the workload of the cavity model solver.
• (High) efficiency: The running time of the algorithm must be as low as possible, since it
has to be used over real PCBs composed of thousands of polygons, each of which can have
hundreds of vertices.
1.2 Related Work
Since in this work the cavity decomposition problem is approached via a suited combination of
polygon schematization and decomposition, in what follows we briefly review the literature of
these two problems separately.
1.2.1 Schematization. The process of reducing the complexity of a geometric shape by eliminating details is called simplification. Simplifying a given polygonal path P by another coarser
one Q is an important task in many fields, such as computer graphics, CAD, pattern recognition,
GIS, and shape analysis. As a consequence, this problem has been widely explored in the past five
decades (see [4, 10, 11, 18, 25, 31, 33] and references therein).
An extreme variant of simplification is the polygonal schematization problem where, given an
input polygonal (possibly closed) path P and a finite set C of orientations, one wants to simplify
P into another polygonal path Q such that every edge of Q is parallel to an orientation in C. A
path (polygon, respectively) conforming to this restriction is called a C-oriented path (polygon,
respectively). One of the most prominent applications of polygonal schematization is network visualization [28]. The geometry of the polygonal element, in these cases, is distorted to obtain a
simplistic representation, typically to support visualization tasks. Clearly, when computing simplified or schematic representations of polygonal elements, a prominent aspect to consider is how
similar the simplified representation is with respect to the input one, since usually, depending on
the application domain, there exists a maximum amount of distortion that can be admitted.
There are at least three common ways of defining the similarity of two polygonal paths: the symmetric difference, the Hausdorff distance, and the Fréchet distance [3]. The first does not consider
similarity of the polygon boundaries, whereas the third usually applies to boundaries only. The
Hausdorff distance between polygon interiors and between polygon boundaries both exist and are
different measures; this distance can be directed or undirected. Let X and Y be two closed subsets
of a metric space. The (directed) Hausdorff distance from X to Y is defined as the maximum distance from any point in X to its closest point in Y . The undirected version is the maximum of the
two directed versions. To define the Fréchet distance, let X and Y be two curves in the plane. The
Fréchet distance is the minimum leash length needed to let a man walk over X and a dog over Y ,
ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.
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where neither may walk backward (we refer the reader to the work of Bouts et al. [3] for a formal
definition).
Several studies have been proposed over the years dealing with schematization under different
hypotheses on the input (paths or shapes/polygons) and considering different similarity criteria.
Neyer [31] proposes an algorithm to compute a C-oriented schematized path representation Q
of an input path P within a given threshold of Fréchet distance ε ≥ 0. For a constant-size set C, the
algorithm runs in O (mn2 log n)-time, where n is the number of vertices of P and m is the number
of vertices of Q. To the purpose of generating metro map layouts, in the work of Merrick and
Gudmundsson [28] a slightly relaxed version of the same problem is defined, and an O (n2 |C| 3 )-time
algorithm is given to compute a C-oriented simplification of P whose Hausdorff distance from P is
kept below a threshold ε ≥ 0. In the work of Delling et al. [10], an efficient two-step approach for
schematizing inputs that are x- or y-monotone polygonal paths is proposed. In the work of Swan
et al. [39], instead, an extensive overview of existing schematization algorithms, along with a study
of their applicability to automated schematic map construction for Web services, is presented.
Research on schematizing shapes, rather than paths, is relatively sparser. Early investigation has
spawned from the problem of metro map representation, where the constraints on similarity and
geometric properties of the output are typically less hard—for example, the interest is in preserving
only relative positions of vertices/edges to achieve readability (see [33] and references therein).
In the work of Buchin et al. [4], in the context of cartographic simplification, an area-preserving
schematization algorithm is introduced that is able to compute C-oriented representations of a
given set of territorial outlines (called subdivisions, i.e., planar straight-line embeddings of graphs).
The algorithm runs in O (n2 + m)-time, where n and m denote, respectively, the number of vertices/edges of the input and output polygons. Note that the approach works heuristically and does
not guarantee any bound on the Hausdorff distance between the input/output boundaries. Rather,
it guarantees only that the output schematic polygonal elements are topologically safe, meaning
that the faces of the input and output correspond one-to-one, that each face maintains the same
neighbors, and that no boundary intersections are introduced.
Motivated by the cavity decomposition problem,4 Cicerone and Cermignani [6] provide a simpler and faster heuristic, for rectilinear or octilinear schematization based on discretizing space
near each polygon vertex, that runs in O (n + m) worst-case running time and considers an upper
bound ε ≥ 0 that is imposed on the (undirected) Hausdorff distance between input and output
boundaries.
A similar discretized approach has been introduced in other works [25, 29], where it is proved
that the problem of finding the simple polygon Q restricted to a grid, which best resembles a simple
polygon P, is NP-complete, under both Fréchet distance and symmetric difference.
Furthermore, in the work of Bouts et al. [3], it is shown that, given a polygon P, it is NP-hard to
decide whether there exists a grid polygon Q such that both the directed Hausdorff distances, from
(the boundary of) P (the boundary of) Q and vice versa, are smaller than or equal to 1/2. Note
that a grid polygon is defined with respect to the (pixel) grid graph, which is a grid where the only
elements are pixels (unit squares). A grid cycle is a simple cycle of edges and vertices of the grid
graph, whereas a grid polygon is a set of pixels whose boundary is a grid cycle. Notwithstanding
the hardness of deciding on the existence of a grid polygon schematization with Hausdorff distances smaller than or equal to 1/2, the authors of the same work introduce an algorithm that, for
any simple polygon P with n edges, can determine, in O (n + B) worst-case time, a set of B cells of
the grid that together form a grid polygon Q such that both the directed Hausdorff
√ √distances from
(the boundary of) P to (the boundary of) Q and vice versa, lie in the range [ 12 2, 32 2]. Alongside,
4 Called

the cavity identification problem in the original work.
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an experimental study is presented showing that the algorithm does not produce great results
as it is, and that some heuristic improvements are necessary to achieve acceptable results on the
considered instances.
1.2.2 Decomposition. The problem of partitioning a planar polygon into simpler components is
well studied in computational geometry, and it has various applications (e.g., in computer graphics, mesh generation, pattern recognition, and many others). Depending on the type of output
components, several versions of the same problem can be defined, including, for instance, the decomposition of polygons into convex components, triangles, or other more complex shapes like
spiral, star-shaped, and monotone components (e.g., see [19]).
One of the most prominent variants is the rectilinear polygon decomposition problem, which
asks for partitioning a rectilinear polygon with holes into a minimum number of rectangles [34].
Despite its specificity, in fact, rectangular partitioning has many applications in the fields of VLSI,
DNA micro-array design, processing, and compression of bitmap images [5, 14, 37], and hence it
has been the target of several studies. In particular, it is known that the problem can be solved
in polynomial-time: O (n2.5 )-time algorithms were given in the work of Ohtsuki [34] and Ferrari
et al. [15], whereas O (n1.5 log n)-time algorithms were later proposed in the work of Lipski [23, 24]
and Imai and Asano [17]. However, no asymptotically optimal algorithm matching the Ω(n log n)
lower bound proved in the work of Liou et al. [22] is known. On top of that, further variations of
the rectilinear problem have been investigated (e.g., see [12, 13]). The octilinear polygon decomposition problem asks for a partition of an octilinear polygon into a minimum number of components
formed of rectangles or octilinear triangles. In the work of Cicerone and Di Stefano [9], it has been
shown that this variant is NP-hard, and an O (n log n)-time 16-approximating algorithm has been
proposed.
1.3

Contributions of the Article

The aim of this work is to identify a practical and efficient algorithmic solution to the cavity decomposition problem. Accordingly, we introduce three different approaches that are obtained by
suitably combining existing algorithms for polygon schematization and decomposition problems.
The existing algorithms that are chosen as building blocks to form the proposed algorithmic
solutions are (1) the rectilinear and (2) the octilinear variant of the linear time heuristic proposed
by Cicerone and Di Stefano [6], (3) the O (n1.5 log n)-time rectilinear decomposition algorithm proposed by Imai and Asano [17], and (4) the O (n log n)-time 16-approximation octilinear decomposition algorithm proposed by Cicerone and Di Stefano [7, 9]. Observe that our choices on the building
blocks to be used in this article have been driven by the requirements of the cavity decomposition
problem. More details on this matter are given in Section 3.
By carefully combining (1) and (3), we obtain a first solution called CDP-RA (Cavity Decomposition Problem–Rectilinear Algorithm), whereas by combining (2) and (4), we get a second solution called CDP-OA (Cavity Decomposition Problem–Octilinear Algorithm). Finally, a third solution,
named CDP-MA (Cavity Decomposition Problem–Mixed Algorithm) is defined by combining (1) and
(4). Note that (2) and (3) cannot be combined since the former produces octilinear polygons that
cannot be decomposed by the latter, which uses only rectangles. It is worth to notice that, by the
preceding choices, several methodological and practical issues arise to successfully combine the
preceding blocks. For instance, (i) the cavity decomposition problem takes as input a dataset composed of polygons with holes, whereas the schematization block works on simple polygons only;
moreover, the schematization block can produce non-simple polygons as output, whereas the decomposition block requires simple polygons with holes as input; (ii) for each input polygon, the
schematization block needs an error able to provide an accurate approximation, and such an error
ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.
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must be computed by our algorithms. In this work, all these issues are discussed and addressed,
and the proposed algorithms are appropriately assembled.
Finally, since it is difficult to compare the three solutions on a theoretical basis, given that they
admit different constraints on the inputs and that their running times and bounds depend on
different parameters, in this article we present the results of an extensive experimental study where
we implement all considered algorithms, along with auxiliary routines, and test them on both realworld and random data, to assess their practical performance in terms of accuracy (how close are
the boundaries and how large is the portion of area they share), output complexity (number of
final basic components), and efficiency (running time).
Note that although guarantees on running time and approximation are known in the literature
for each of the preceding building blocks individually, no bounds are known in terms of accuracy, output complexity, and efficiency for the different combinations presented here. For instance,
with respect to output complexity, on the one hand, CDP-RA is known to compute schematizations
having larger number of sides with respect to CDP-OA, but the latter produces outputs that include
octilinear directions. On the other hand, CDP-RA produces decompositions that are optimal in terms
of minimum number of components, whereas CDP-OA incorporates an approximation algorithm.
Again, the latter can be employed whenever the desired output can admit octilinear polygonal
elements.
Therefore, our experimentation represents a first attempt at ranking solutions to the cavity
decomposition problem, and provides insights on natural candidates to be adopted in practice, as
modules of modern PCB design software tools, depending on the observed performance and on
the different constraints on the input required by the proposed algorithms.
Observe that our experimental setting carefully takes into consideration the specific requirements of the application domain. Specifically, it is easy to observe that solutions achieving maximum accuracy and minimum output complexity are optimal to the cavity decomposition problem.
However, since it might be hard to find such solutions,5 when computing approximations, one
should consider the electromagnetic interpretation of such solutions. In fact, small prisms’ bases
can admit worse accuracy with respect to larger ones, since having large differences in terms of
area for large prisms’ bases induces higher electromagnetic discrepancies in the analytical models
with respect to small ones. In our experimentation, we introduce a measure (namely %Aд (P)) to
take into account this aspect of the optimization process.
The results of our experimental study can be summarized as follows. On the one side, the algorithm to be preferred for a cavity model solver is always CDP-OA. In fact, in all considered scenarios,
CDP-OA produces outputs of lower complexity with respect to CDP-RA and CDP-MA and, at the same
time, it spends less running time, while providing carefully schematized shapes in terms of accuracy. Nonetheless, when the schematization is constrained to be rectilinear, CDP-MA represents a
valid alternative; in fact, its performance is only slightly worse than that of CDP-OA. Finally, CDP-RA
remains the only known possibility when both schematization and decomposition are constrained
to admit rectilinear components only.
1.4 Outline
The article is organized as follows. Section 2 introduces definitions and notation used throughout
the article. Section 3 contains the descriptions of the considered algorithms to solve the cavity
decomposition problem. Section 4 describes the test environment and provides details on the input
instances used for the experiments. Section 5 reports on a preliminary pilot experimental study,
whereas Section 6 presents the results of the extensive experimental evaluation we conducted to
5 Nothing,

theoretically, is known, and we aim at computing such solutions via heuristical approaches.
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Fig. 4. All possible internal angles of octilinear polygons. Angles of type 90 and 270 are the only possible
internal angles of rectilinear polygons.

assess the performance of all proposed algorithms. Finally, Section 7 concludes the article and
highlights some possible future, more general, research directions.
2 BACKGROUND AND DEFINITIONS
A polygon P is a compact region of the Euclidean plane bounded by a (simple) closed polygonal
line. A closed polygonal line is a finite sequence of vertices (v 0 , v 1 , . . . , vn−1 ) and consecutive edges
([v 0 , v 1 ], [v 1 , v 2 ], . . . , [vn−2 , vn−1 ], [vn−1 , v 0 ]); if it is simple, then edges pairwisely do not intersect,
except if they are consecutive. In this latter case, they intersect in their common vertex. A polygon
may have holes—that is, inner pairwise-disjoint polygonal lines delimiting regions of the plane not
belonging to the polygon itself. The boundary of a polygon P consists of all points of the polygonal
lines defining P and its holes, whereas the interior of P consists of all points of P that do not belong
to the boundary of P.
We consider non-oriented directions in the plane and define them according to the angle they
form with respect to the x-axis. Directions forming angles that are multiples of 90◦ are called
rectilinear, whereas those forming angles that are multiples of 45◦ are called octilinear. There are
two rectilinear and four octilinear directions. A segment in the plane that is parallel to an octilinear
(rectilinear, respectively) direction is called octilinear segment (rectilinear segment, respectively). Of
course, the same definitions can be extended to polygon edges. In general, given a finite set C of
directions, a polygon edge is said to be C-oriented if it is parallel to an orientation of C; a polygon
P is said to be C-oriented if each edge of P is C-oriented.
In this work, we consider the following version of the polygon schematization problem: given
as input a polygon P = (v 0 , v 1 , . . . , vn−1 ) without holes, a set C containing either octilinear or
rectilinear directions, and a maximum tolerance error ε ≥ 0, compute as output a C-oriented polygon6 Q = (q 0 , q 1 , . . . , qm−1 ) such that (i) Q lies in the tolerance zone T (P, ε), (ii) P lies in the tolerance zone T (Q, ε), and (iii) Q has as few vertices as possible.7 The tolerance zone T (P, ε) of a
polygon P is defined according to the so-called tolerance zone criterion [18], as follows. Assume
P = (v 0 , v 1 , . . . , vn−1 ) is a polygon and call C j the ε-circle of vertex v j , which is a circle with radius
ε and center v j . The convex hull of two ε-circles C j and C j+1 , from two consecutive vertices v j

and v j+1 , is called the j-th tube T j of C j .8 The tolerance zone of P is defined as T (P, ε) = n−1
j=0 T j .
Clearly, each point in T (P, ε) has (Hausdorff) distance at most ε to the polygon P. It is required
that the schematization of P lies in T (P, ε), uses only orientations in C, and has as few vertices as
possible. A schematization algorithm is optimal if it produces outputs with minimum number of
vertices. Observe that the constraint on the tolerance zone guarantees that the undirected Hausdorff distance, between input and output boundaries, is smaller than or equal to ε.
The polygon decomposition problem we consider in this article asks for partitioning a polygon
P into a minimal set of basic polygonal elements called components (e.g., triangles or convex polygons). The polygon decomposition problem relies on the concept of a cut. A cut for a polygon P
6 Not

necessarily simple.
one wants to select the simplest shapes in terms of boundary complexity.
8 In the subscript expressions, addition is always intended to be modulo n.

7 Intuitively
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Fig. 5. An example of optimal decomposition of an octilinear polygon into convex components. Two cuts are
used—first [v 1 , v 7 ] and then [v 5 , v 8 ]—and three components are obtained. Note that vertex v 8 is generated
by the last cut.

(possibly with holes) is defined as a segment c = [p1 , p2 ] such that p1 and p2 are points belonging
to the boundary of P and each internal point of c belongs to the interior of P. Once a cut is applied
to P, it generates two new polygons, say P1 and P2 . If both P1 and P2 are components, the decomposition of P is concluded; otherwise, a new cut is applied to P1 or P2 . In general, the decomposition
problem takes as input a polygon P with holes and requires as output a sequence (c 1 , c 2 , . . . , cm )
of cuts for P that, when applied in order, produce a set of polygons P = {P1 , P2 , . . . , Pk } such that
(1) the union of elements of P gives P, and (2) the intersection of any two elements of P, if nonempty, consists totally of vertices and edges, (3) each element of P is a component, and (4) P has as
few elements as possible. A decomposition algorithm is called optimal if it produces the minimum
number of components. The decomposition can be specialized to octilinear or rectilinear polygons.
In such a case, which we consider in this article, only octilinear or rectilinear cuts are admitted.
Octilinear triangles and rectangles are called basic components.
Algorithms for the octilinear/rectilinear decomposition usually use cuts to “remove” from the
input polygon P certain types of angles that are forbidden in the final basic components. For the
sake of simplicity, we call angles of d ◦ (d degrees) of type d and extend the notion of type to vertices:
the type of a vertex vi is the type of the internal angle at vi .
Figure 4 shows internal angles of octilinear and rectilinear polygons. Without loss of generality,
we do not consider polygons with internal angles of 180◦ . Note that angles of type 45, 90, and 135
are convex, whereas angles of type 225, 270, and 315 are concave.
A component with only convex angles is called a convex component. Figure 5 shows an optimal
decomposition of an octilinear polygon into convex components. In this decomposition, there
is a first cut [v 2 , v 7 ] that “removes” from the initial polygon P a 270◦ angle at v 2 ; this removal
is necessary because this type of angle cannot occur in a convex component. Two components
are obtained as a consequence of this cut: one convex and one concave due to a 225◦ angle at
v 5 . A cut from v 5 (toward a new vertex v 8 ) removes this angle and produces the final requested
decomposition.
3 BUILDING BLOCKS AND OBTAINED ALGORITHMS
In this section, we introduce three different algorithms for solving the cavity decomposition problem, according to the pipeline of algorithmic blocks shown in Figure 3. In particular, Sections 3.1
and 3.2 present, each, two algorithms that can be employed for the schematization and decomposition blocks, respectively.
Section 3.3, instead, provides a specific implementation for what we call the adapter, that is a
module for the third block in the pipeline that is necessary when the output of the schematization
is not simple. Concerning the first block (i.e., one dedicated to the computation of a bound ε P to
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be used for the schematization of a given input polygon P), we designed a suited algorithm named
self-ad-algo that is presented later in the article (see Section 6.1), since the design itself has been
driven by preliminary experimentation on the schematization blocks. Finally, Section 3.4 shows
how the proposed algorithms can be combined to obtain the three proposed algorithms for the
cavity decomposition problem.
3.1 On the Selected Schematization Problem/Algorithms
In what follows, we first motivate and then provide a description of the building blocks we selected for the schematization step (cf. Figure 3). If we denote as ORS-A (Octilinear/Rectilinear
Schematization–Algorithm) the polygon schematization algorithms proposed by Cicerone and Cermignani [6], then we considered the following algorithms:
(1) the rectilinear variant of ORS-A;
(2) the octilinear variant of ORS-A.
The main motivations for the choice of such algorithms are the following: (1) ORS-A was specifically designed to be used in the solution of the cavity decomposition problem, and preliminary
experimentation has shown it is practical and fast; (2) parts of its implementations were already
available to us. Moreover, it is worth noting that Cicerone and Cermignani [6] provide an experimental measure of how good the performance of ORS-A is in terms of (schematization) output
complexity. This task was achieved by comparing the number of vertices obtained by ORS-A with
the number of vertices obtained by the minimax method defined by Kurozumi and Davis [20]; the
comparison was done by using data taken from a real PCB. Notice that the minimax method computes the optimally approximating polygon that however is not a C-oriented polygon. This means
that the solution computed by the minimax method is always better than the solution provided
by ORS-A. A comparison for all the polygons of the real PCB has shown that the minimax method
finds optimum approximated polygons having, on average, 22.1% fewer vertices than the solutions
computed by ORS-A.
Finally, with respect to other existing approaches for achieving schematization, the preceding
algorithms derived from ORS-A have been preferred for either generality or performance-related
reasons, because of the following:
• They have smaller worst-case computational complexity with respect to the algorithm of
Buchin et al. [4], which runs in O (n2 + m)-time in the worst case, where n and m denote,
respectively, the number of vertices/edges of the input and output schematized polygon. For
the sake of fairness, we remark that the method of Buchin et al. [4] is more general than the
two variants of ORS-A, for which no general adaptation to arbitrary directions is known.
• They have the same worst-case computational complexity of the method of Bouts et al. [3],
which however is only able to determine, in O (n + B) worst-case time, a set of B cells of the
grid that together form a grid polygon Q such that both the directed Hausdorff distances
from (the boundary
√ √ of) the input P to (the boundary of) the output Q and vice versa, lie in
the range [ 12 2, 32 2].
• They have a parametrical behavior, allowing to trade off between accuracy (which we remark is defined in terms of how close are the boundaries and how large is the portion of
area they share) and running time, and moreover, they guarantee by design a bound on
the Hausdorff distance between the boundaries and give priority to optimizing this measure over area preservation. The algorithm of Buchin et al. [4] is area-preserving (it applies
edge moves to preserve area) but can be adapted to exhibit some trade-off between resemblance and running time (by limiting the number of performed iterations). However, it is not
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known how the said method behaves in terms of distance between the boundaries: the approach, in fact, is designed for the schematization of territorial outlines and does not provide
any guarantee on the Hausdorff distance between the input and output boundaries. Rather,
it focuses on guaranteeing that the output schematic polygonal elements are topologically
safe, meaning that the faces of input and output correspond one-to-one, that each face maintains the same neighbors, and that no boundary intersections are introduced; the algorithm
of Nollenburg and Wolff [33], similarly, does not impose any constraint on the distances
between boundaries.
• They are more general with respect to the approach of Bouts et al. [3], which focuses on
rectilinear schematizations only.
The experimentation presented in this article somehow supports our preceding intuitions. In Section 7, we highlight some alternative appealing options that might be considered in future works
following this article.
3.1.1 Description of Schematization Algorithms. Algorithm ORS-A takes as input a simple polygon P = (v 0 , v 1 , . . . , vn−1 ), a set C of either octilinear or rectilinear directions, and a maximum
error ε. It produces as output a C-oriented polygon Q = (q 0 , q 1 , . . . , qm−1 ) such that Q in the
tolerance zone T (P, ε) of P and vice versa.
Algorithm ORS-A is based on a simple technique that performs a discretization of the plane to
define a new discrete reference system. Given the origin point σ = (x 0 , y0 ) ∈ R2 and a quantum
γ ∈ R+ , then Dσ,γ ⊆ R2 denotes a discrete coordinate system defined by points {(x 0 ± γ · k 1 , y0 ±
γ · k 2 ) | k 1 , k 2 ∈ N+ } (i.e., a scaling and translation of the integer lattice). The algorithm uses only
points in Dσ,γ for finding a schematization. Parameters σ and γ define a general discrete reference
system, and in Section 5.1 they will be specialized to provide a custom implementation of ORS-A.
Note that fixing γ = ϵ suffices to compute a schematization that lies in the tolerance zone. The
following five main steps represent a high-level description of the algorithm:
1. ApproxPoints: For each vertex vi ∈ P, compute the set APi containing the approximation
points of vi . A point q is an approximation point for vi if q ∈ Dσ,γ and d (vi , q) ≤ ε.
2. ApproxSegments: For each edge ei = [vi , vi+1 ] of P, compute the set ASi containing the
approximation segments of ei . A segment  = [q , q ] is an approximation segment for ei
if q  ∈ APi , q  ∈ APi+1 , and [q , q ] is a C-oriented segment. All the sets ASi are stored
in an ordered list AS. It is possible that for a given segment ei , ASi is empty. This means
that there are no C-oriented segments between points of APi and points of APi+1 . In such
a case, a step called StaircaseRoutine is performed to create a minimum length staircase
between APi and APi+1 . A staircase is a sequence of C-oriented segments that starts at
some point of APi and ends at some point of APi+1 . A step in a staircase is a combination of two C-oriented segments such that the step starts and ends on the segment that
the staircase must represent. Figure 6 shows examples of rectilinear and octilinear staircases.
3. CollinearMerge: For each two consecutive approximation sets ASi and ASi+1 in AS, test
the existence of collinear segments   = [q , q ] ∈ ASi and   = [q , q ] ∈ ASi+1 with
a common endpoint q . If so, remove   from ASi , remove   from ASi+1 , and insert the
new approximation segments [q , q ] into ASi . This step may reduce the whole number of
approximation segments, and, in turn, it may reduce the size of some approximation point
set (even all approximation points having no more adjacent segments are removed).
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Fig. 6. A rectilinear staircase (left) and an octilinear staircase (right) connecting two approximation points.
White points represent elements of Dσ,γ ⊆ R2 , whereas black points represent the sets containing the
approximation points of the endpoints of the given polygon edge.

4. CloseGap: It is possible that there is a “gap” in some approximation set APi . This means that
approximation segments ending at APi have no points in common with the approximation
segments starting from the same set APi . In this case, the algorithm “closes the gap” by
inserting all the possible C-oriented segments between points in APi .
5. PolygonChoice: After the CloseGap step, the set of computed approximation segments AS
can be seen as an unweighted undirected graph G A S = (V , E) defined as follows:
• the set of edges E is induced by the segments in AS;
• the set of nodes V is induced by the endpoints of segments in AS.
In other words, nodes in V correspond to vertices on the plane and there is an edge between
a pair of nodes when the corresponding segment connects the vertices associated to the said
pair of nodes.
Now, it can be easily seen that a cycle of shortest length (in terms of number of edges) in
G A S , containing vertices belonging to each set ASi , corresponds to the best approximating
C-oriented polygon in AS for the input polygon P that lies in T (P ). Hence, to find such an
approximating polygon, we can define the following procedure, based on the computation
of shortest paths in unweighted graphs.
We start by selecting an arbitrary node r ∈ V of G A S and by computing a shortest-path
tree Tr , rooted at r , via the Breadth First Search algorithm, which is the baseline method to
solve the single-source shortest path problem in unweighted graphs. The output of this step
is therefore the set of shortest paths in G A S from r to any other u ∈ V \ {r }. This Breadth
First Search approach can be easily modified so that if we assume r belonging to APi , then all
the shortest paths passing through vertices in APi+1 are labeled R, and those passing through
vertices in APi−1 are labeled L. Therefore, a cycle of shortest length (in terms of number of
edges) in G A S passing through r , denoted as Cr , can be computed as follows:
(a) select up to four leaves in Tr having the greatest distances from r and belonging to paths
labeled R (notice that such leaves are at most four because they must belong to the same
set APj )—denote such leaves as 1R , 2R , 3R , 4R ;
(b) select up to four leaves in Tr having the greatest distances from r and belonging to paths
labeled L—denote such leaves as 1L , 2L , 3L , 4L ;
(c) for each pair (iL , jR ), 1 ≤ i, j ≤ 4, check whether there exists an edge in G A S connecting
iL and jR , and note that each connecting edge induces a cycle Ci, j passing through each
set APk ;
(d) compute Cr as the shortest of the preceding cycles.
It is easy to see that Cr is a cycle of G A S and that the said cycle corresponds to a C-oriented
polygon Q r , which is the approximating C-oriented polygon with the minimum number of
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Fig. 7. Schematizations of a part of a polygon P computed by ORS-A, with errors equal to 50 (a), 30 (b), and
10 (c). The red polyline represents the input, whereas yellow circles highlight approximation points. Blue line
segments are inserted by the CloseGap step, whereas light blue segments represent approximation segments.
The black polyline represents the octilinear polygon Q obtained as a result.

segments among all the polygons passing through r . All preceding observations can be easily proved by contradiction. Therefore, we can compute the best approximating C-oriented
polygon in AS for the input polygon P that lies in T (P ) by the following steps:
(a) arbitrarily select a set APi ;
(b) perform the preceding approach for each possible point of APi ;
(c) compute min {|Q r | : r ∈ APi }.
Figure 7 provides an explanatory illustration of the PolygonChoice step.
In the remainder of the article, algorithm ORS-A will be denoted as OS-A (RS-A, respectively) when
the set C contains only octilinear directions (rectilinear directions, respectively).
3.2

On the Selected Decomposition Algorithms

In what follows, we first motivate and then provide a description of the building blocks we selected
for the decomposition step (cf. Figure 3). Specifically, we considered:
(1) the O (n1.5 log n)-time rectilinear decomposition algorithm proposed by Imai and Asano [17];
(2) the O (n log n)-time 16-approximation octilinear decomposition algorithm proposed by Cicerone and De Stefano [7, 9].
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Fig. 8. An example of rectilinear decomposition when no vertex-cuts exist: a polygon without vertex-cuts (a),
all the concave vertices to be removed (b), the two possible point-cuts for a vertex (c), and the final optimal
decomposition (d).

The motivations for choosing these algorithms are straightforward: the former represents the best
known rectilinear polygon decomposition algorithm, whereas the latter is the only known approximation algorithm for performing octilinear polygon decompositions.
3.2.1 Description of the Rectilinear Decomposition. The algorithm proposed by Imai and
Asano [17] for the rectilinear decomposition problem will be denoted from now on as RD-A (Rectilinear Decomposition–Algorithm). First of all, note that a rectilinear polygon has vertices of type
90 and 270 only, whereas rectangles (i.e., the final components of the decomposition) have vertices
of type 90 only. This implies that solving the rectilinear decomposition problem requires using
cuts to remove angles of type 270 (i.e., all the concave vertices). To this aim, two kinds of cuts can
be used:
• Vertex-cut: A vertex-cut is a rectilinear cut [v, v ], where v is the vertex to be removed and
v  is any other vertex. On closer analysis, in the case of rectilinear polygons, v  must be a
concave vertex as well.
• Point-cut: A point-cut is a rectilinear cut [v, p], where v is the vertex to be removed and p is
a point internal to some edge (an original edge, or an edge generated by previous cuts).
RD-A solves the rectilinear decomposition problem by using a two-phase approach: first find and
apply a maximum set of disjoint rectilinear vertex-cuts, then for each concave vertex v (taken in
an arbitrary order), apply a rectilinear point-cut [v, p]. If there are no vertex-cuts, then an optimal
solution can be easily obtained in the following way: iteratively, for each concave vertex v taken in
an arbitrary order, remove its concavity by using a point-cut [v, p] that extends an edge adjacent
to v. When the input polygon has no holes, the rectangular partition is done. Figure 8 shows in
sequence such a case. In particular, Figure 8(c) shows the possible point-cuts that can be applied
to a concave vertex. For the hole-free case, since removing each concave vertex results in one
component area, the total number of rectangles in the final partition is |270| +1 (here, |270| denotes
the number of vertices of type 270, which is the number of concave vertices, cf Figure 4). For an
input with w holes, since removing each concave vertex would either result in one more component
or reduce one hole, the number of rectangles in the optimal rectangular partition is |270| + 1 − w.
If, instead, there exist vertex-cuts, then we must first find a maximum set of disjoint vertex-cuts.
This is equivalent to solving a maximum independent set problem on the intersection graph of
vertex-cuts (cf Figure 9(b) and (c)). Since this intersection graph is bipartite, the maximum independent set problem boils down to a maximum matching problem.
√ Therefore, the time complexity depends on algorithms for solving the said problem (e.g., O (m n) for an n-vertex m-edge graph [16]).
In this case, the number of rectangles in the optimal rectangular partition is |270| +1−w −д, where
д is the maximum size of a set of disjoint vertex-cuts. In conclusion, every rectilinear polygon can
be decomposed by using a sequence (c 1 , c 2 , . . . , cm , cm+1 , cm+2 , . . . , cm ) of rectilinear cuts, where
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Fig. 9. A rectilinear polygon P with vertex-cuts: a vertex-cut (a), all the possible vertex-cuts (b), the maximum
set of disjoint vertex-cuts (c), and the final decomposition of P (d).

the sub-sequence (c 1 , c 2 , . . . , cm ) (possibly empty) refers to the maximum set of disjoint vertexcuts, and (cm+1 , cm+2 , . . . , cm ) refers to point-cuts. Cuts in each of the two sub-sequences can be
applied in any order.
It is worth noting that the preceding approach cannot be used for the octilinear decomposition,
since the following properties hold:
• For the rectilinear case, when a point-cut [v, p] that eliminates the concavity of v meets a
point p (where p is a point internal to some edge), the cut does not create new concave vertices
(in fact, it creates two new convex vertices, i.e., both of type 90). In the octilinear case, a cut
[v, p] may create at p two new vertices of type 45 and 135 (cf. Figure 10(a)). Hence, the new
concave point of type 135 needs to be further removed by planning a new octilinear cut, and
this new cut may create further concave vertices and so on.
• For the rectilinear case, the presence of vertex-cuts represents a noteworthy situation, since
they belong to the solution. In the octilinear case, this is not true, as shown by Figure 10(b),
where the vertex-cut [v 1 , v 2 ] does not belong to any minimal solution.
3.2.2 Description of the Octilinear Decomposition. Here we shortly describe the O (n log n)-time
16-approximation algorithm of Cicerone and Di Stefano [7, 9] to decompose any octilinear polygon
P into rectangles or octilinear triangles, denoted from now on as OD-A (Octilinear Decomposition–
Algorithm). The algorithm can be summarized as follows:
1. The first step removes any vertex of types 225, 270, and 315. Basically, for each point vi of
types 225, 270, and 315, the angle at vi is divided by any cut that extends an edge incident
to vi . Note that at the end of this step, each obtained component is convex.
2. The second step removes any vertex of type 135. If the previous step returned a component
C that is neither a basic nor an abcb -component, then there exists a nice-cut [vi , p] in C,
where vi is a vertex of type 135 (see Figure 10(a) and (c) for the notion of abcb -component
and nice-cut, respectively). Repeatedly applying such cuts to each component, only basic or
abcb -components remain.
3. The last step decomposes each abcb -component C by applying two cuts (as shown in
Figure 10(a)). As a final result, only basic components (i.e., rectangles and octilinear triangles)
are returned by the whole process.
3.3 On the Adapter Module
In the previous sections, we provided a description of the modules that have to be integrated for
solving the cavity decomposition problem. From Figure 3, it can be observed that the output of
the schematization phase becomes the input to the corresponding decomposition routine. Unfortunately, the decomposition modules (OD-A and RD-A, respectively) take as input simple polygons,
ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.

Combining Polygon Schematization and Decomposition Approaches

22:17

Fig. 10. (a) An example of abcb -component. (b) An interesting case where the vertex-cut [v 1 , v 2 ] does not
belong to any minimal solution. (c) A pictorial representation of nice-cut (either of the two cuts represents a
nice-cut).

whereas the schematization components (OS-A and RS-A, respectively) can produce non-simple
polygons as outputs. To overcome this latter issue, we designed and implemented a dedicated routine to postprocess the schematization output, which we named adapter. The said procedure is
then performed between the schematization and decomposition phases. The underlying approach
can be summarized as follows.
Let P be a polygon with holes H 1 , H 2 , . . . , Hk , k ≥ 1, and let P  and H 1, H 2, . . . , Hk be the corresponding schematized shapes. If P  is not simple (in our case, this means that P  intersects itself in
at least one point, say v), we split P  at v into two distinct polygons, say P  and P , in such a way
that v becomes a vertex in both P  and P  . If P  and P  are simple, then we are done; otherwise,
the process is recursively iterated until all polygons are broken into simple components. The same
approach is used for non-simple holes. Then, each simple hole Hi is inserted into P  (or into its
splitted parts) as follows: if two holes Hi and H j overlap, then their union Hi ∪ H j is inserted into
P ; if the boundary of a hole Hi intersects the boundary of P , then P  is replaced by P  \ Hi. It
follows that the adapter routine produces a simple schematized shape with simple schematized
holes suitable to be processed by the decomposition step.
Note that our procedure does not guarantee any minimality on the size of the simple schematized shape. There might be some duplicates (overlaps that are broken into two identical simple
polygons) that are heuristically removed at the end of the procedure. Nonetheless, in the experimentation we will present in the next section, we observe that the time required to execute
adapter is always rather small with respect to the total time for schematizing, and therefore we
considered this component effective enough for practical usage.
3.4 Three Algorithms for the Cavity Decomposition Problem
In Figure 3, we represent the pipeline of algorithmic blocks necessary to solve the cavity decomposition problem. We have already remarked that both the first and the third block have a specific
implementation (cf. Section 6.1 for the former and Section 3.3 for the latter). Concerning the remaining blocks, we have multiple choices: in Section 3.1, we presented RS-A and OS-A as possible
modules for the schematization step, and in Section 3.2, we described RD-A and OD-A as modules
for the decomposition step.
Such four modules can be combined in order to obtain the three algorithms we consider as
possible solutions for the cavity decomposition problem, namely CDP-RA, CDP-OA, and CDP-MA.
The combinations are the following:
• CDP-RA is obtained by composing RS-A and RD-A,
• CDP-OA is obtained by composing OS-A and OD-A,
• CDP-MA is obtained by composing RS-A and OD-A.
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Fig. 11. An example of application of adapter to a self-intersecting portion of a polygon.

Note that the mixed combination of OS-A and RD-A cannot be used since the OS-A produces
octilinear polygons and such polygons cannot be decomposed by RD-A since it uses only rectangles
for the decomposition.
We have already remarked that the overall performance of such algorithms must be evaluated
on the basis of trade-offs between accuracy (schematized polygonal elements must resemble the
input and their total area must be close to the original one), output complexity (the algorithm must
provide as few components as possible), and efficiency (running time of the algorithm must be as
low as possible). We can now provide more details about how we measure accuracy. Let P be
any set of polygons provided as input to the cavity decomposition problem, and let Pi ∈ P. If we
denote as Q i the schematization of Pi , then


| Pi ∈ P a(Pi ) − Q i ∈ Q a(Q i )|
· 100
(1)
%Aд (P) =

Pi ∈ P a(Pi )
is a measure for what we call the total area-preservation error induced by the schematization, where
a(·) is the function returning the area of a given polygon and Q = ∪Pi ∈ P {Q i }. Note that, in general,
%Aд (P) increases as the error on the area-preservation task increases, whereas %Aд (P) = 0 when
an area-preserving schematization algorithm is used. In Section 5.1, we provide more insights
about the relationship between the schematization error and area-preservation errors.
Note that although guarantees on running time and approximation are known in the literature
for the preceding blocks, no bounds are known in terms of accuracy, output complexity, and efficiency for the different combinations presented in this work. For instance, concerning output
complexity, on the one hand, CDP-RA is known to compute schematizations having larger number
of sides with respect to CDP-OA, but the latter produces outputs that include octilinear directions.
On the other hand, CDP-RA produces decompositions that are optimal in terms of minimum number of components, whereas CDP-OA incorporates an approximation algorithm. Again, the latter
can be employed whenever the desired output can admit octilinear polygonal elements.
According to the preceding discussion, it appears clear that it is extremely difficult to compare
the three proposed algorithms on a theoretical basis, and hence a thorough experimental evaluation is recommended, which is presented in the following sections.
4

TEST ENVIRONMENT

In this section, we describe the test environment and provide details on the input instances used
for the experiments. In particular, we have implemented and tested the proposed solutions for the
cavity decomposition problem (i.e., CDP-RA, CDP-OA, and CDP-MA). All our code has been developed
in C++, by adopting standard c++14. To efficiently manipulate geometric objects, our software
incorporates libraries CGAL [2] and BOOST [36], briefly described in the following:
• CGAL9 (the Computational Geometry Algorithms Library) is a software project that provides
easy access to efficient and reliable geometric algorithms in the form of a C++ library. It
9 http://www.cgal.org.
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Fig. 12. Number of physical cavities considered, depending on their area.

is used in various areas needing geometric computation, such as geographic information
systems, computer-aided design, molecular biology, medical imaging, computer graphics,
and robotics. We used CGAL to model and process both shapes and layers of shapes. In
particular, we used Polygons_with_holes_2 and Polygons_set_2, and Boolean operators
(e.g., Intersection) on the said data structures. Moreover, to implement the decomposition step, we modeled polygons with holes obtained after the schematization by using the
Arrangements_2 data type. Given a set C of planar curves, the arrangement A (C) of C is the
sub-division of the plane into zero (vertices), one (edges), and two (faces) dimensional cells,
respectively, induced by the curves in C [1]. The use of arrangements allowed us to simplify
the insertion of a chord into a polygon as a basic mechanism to perform the decomposition.
• BOOST10 provides free peer-reviewed portable C++ source libraries that work well with the
C++ Standard Library. Boost libraries are intended to be widely useful and usable across a
broad spectrum of applications. We used such libraries for modeling and processing graphs
(e.g., for the PolygonChoice step in ORS-A, and for the maximum independent set computation
step in RD-A).
All sources have been compiled with GNU g++ v.7 (O3 opt. level) under Ubuntu Linux (Kernel
4.4.0-130). All tests have been executed on a workstation equipped with an Intel Xeon CPU E5-2643
v3 with 3.40 GHz and 128 GB of RAM.
4.1 Input Instances
As input to our experiments, we consider two types of geometric datasets: (1) a dataset extracted
from a real-world PCB and (2) randomly generated datasets. Regarding the former, denoted by
board in the remainder of the article, the PCB we considered is 15.000 mils wide and 9.000 mils
high (where 1 mil = 10−3 inches = 0.0254 mm) and consists of a total of 16 layers.11 Polygons
have been extracted from a Cadence Allegro PCB editor project file. We did not consider all the
polygons in the board, which are approximately 14,500, but only those that are relevant with respect to the cavity decomposition problem. Specifically, we were suggested by practitioners of the
application domain to disregard all polygons having area below a threshold of around 1, 000 mils2
(≈0.65 mm2 ), since these have essentially no significance nor effects in terms of electromagnetic
noise. In Figure 12, we provide more details about how many polygons are in the PCB as a function
of their area.
10 http://www.boost.org.
11 Practitioners with whom we collaborated suggested that the data we used here are quite well representative of the typical

input corresponding to “medium-size medium-complexity multilayer PCB.”
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Fig. 13. Visualization of the PCB editor and of some details concerning the board dataset: details about some
shapes at layers SIG3 and SIG4 only—note that the opacity property of SVG graphic elements allows us to
see the overlap between polygons and hence to deduce the basis of prisms forming cavities (a), and the basis
of prisms forming cavities (b).

We converted, through a dedicated parser, the description of the PCB from a proprietary format
into SVG (Scalable Vector Graphics) files. After this preprocessing phase, we obtained a set of 478
cavities whose base polygons contain 445 holes in total: this dataset hence consists of 923 shapes
to be used as input for CDP-RA, CDP-OA, and CDP-MA. Figure 13 provides a visualization of some
details about the used PCB editor and the processing of the board dataset.
Concerning random datasets, we have implemented, via CGAL, a random polygon generator
to build various types of geometric datasets, according to a set of configuration parameters:
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Table 1. Details of Input Datasets: Number of Shapes (Either
Polygons or Holes) and Average Number of Vertices, Respectively,
Per Shape

Name
board
rnd1
rnd2p
rnd3p
rnd4p
rnd5p
rnd6p
rnd7p
rnd2v
rnd3v
rnd4v
rnd5v
rnd6v
rnd7v

Type
Real
Rand
Rand
Rand
Rand
Rand
Rand
Rand
Rand
Rand
Rand
Rand
Rand
Rand

Polygons
#Shapes Avg |V |
478
71.26
20
19.40
40
20.02
80
19.59
160
19.54
320
19.49
640
19.44
1,280
19.51
20
39.55
20
77.40
20
158.85
20
322.00
20
674.50
20
1,264.20

Holes
#Shapes Avg |V |
445
12.73
23
8.65
55
8.64
124
8.56
236
9.50
452
9.40
944
9.35
1,855
9.16
27
8.37
24
9.29
28
9.11
24
9.58
28
9.39
30
9.77

number of shapes, holes, and complexity of the objects in terms of number of vertices. In particular, our synthetic instances generator takes a number of shapes s and a number of vertices
per shape v as input and generates a dataset of s shapes as follows. We select a number of vertices v uniformly at random in a 3.104 × 3.104 square by employing both random_polygon_2 and
Random_points_in_square_2 routines by CGAL. Then, we build a corresponding v-vertex shape
p by connecting the vertices by segments in the order they are selected (any permutation would
work). If p is a simple polygon (we test simplicity again by the default CGAL routine), then p is
added to the dataset being considered. Otherwise, we repeat the procedure until a simple polygon
is generated. The generation of the dataset terminates when s simple polygons are obtained. Finally, for each of the s shapes, we insert in its interior, with a similar process, at least one simple
polygonal hole (with a number of vertices that on average is half that of the containing shape). All
of the preceding is done to reflect in the best possible way the structure of real-world PCBs.
Observe that such process of generating datasets of non-self-intersecting shapes via the preceding random polygon generator can be quite computationally intensive, as the probability of
succeeding in the generation of simple polygons is inversely proportional to the number of vertices of the polygon we aim at generating (self-intersections are more likely to occur as the number
of vertices increases while the area in which we draw the samples does not change). More specifically, the simplicity test in CGAL is implemented to take O (n log n) worst-case time, so our approach
takes Ω(sn log n) time to generate s shapes (in the best case, all shapes are simple in the first attempt) and O (ρn log n)-time in the worst case, where ρ is number of permutations over n vertices
that induce non-simple polygons in the plane. This latter value is finite, as it is known that any set
of vertices admits at least a permutation inducing a simple polygon. However, ρ can be very high
and increases when n increases if we fix the size of the square where we select the points.
Therefore, in our experimentation, we fixed a maximum limit in the number of generated shapes
(number of vertices per shape, respectively) per input dataset to 1, 280, because we could generate,
in reasonable time (few hours), instances having a number of shapes equal to at most 1, 280 (an
average number of vertices per shape equal to at most 1, 280, respectively). Note that this is not
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a limiting factor of our experimentation, given the sizes of real-world inputs that typically one
has to deal with in this context (see board input). Clearly, other strategies for effective random
generation of inputs can be imagined. We leave the problem of testing other types of random
polygons open for further investigation.
Our synthetic datasets, generated by the preceding routines, are as follows. We first generated a
baseline instance, named rnd1 , having 43 shapes (20 polygons and 23 holes). Each polygon (hole,
respectively) in the set is defined on average by 19 vertices (9 vertices, respectively). Then, we
generate
• six instances, named {rnd2p , rnd3p , rnd4p , rnd5p , rnd6p , rnd7p }, by approximately doubling each time the total number of shapes in the dataset while keeping the average number
of vertices per shape roughly12 constant;
• six instances, named {rnd2v , rnd3v , rnd4v , rnd5v , rnd6v , rnd7v }, by approximately doubling each time the average number of vertices per shape while fixing the total number
of shapes in the dataset.
Note that the choice of generating said instances was driven by the will of performing a doubling experiment, a common approach in algorithmic experimentation where one observes how a measure
of interest (e.g.. running time) changes when a controllable parameter under study (e.g., number
of shapes) doubles, to have an rough idea of the associated trend (e.g., if the parameter doubles and
the measure doubles, we can conjecture a linear relationship) [27]. Here, in particular, we want to
evaluate how the algorithms’ performance scales against both the total number of shapes in the
dataset and the average number of vertices per shape, with the former being a proxy for input size
and the latter being a proxy for the complexity of the geometric objects.
All details on the considered inputs are shown in Table 1, where, for each input dataset, we
report (i) the number of shapes in the dataset (polygons and holes, respectively) and (ii) the average
number of vertices defining the shapes (for both polygons and holes, cf. “Avg |V |” columns).
5

PILOT EXPERIMENT

In this section, we report the result of a pilot experimental activity whose purpose is evaluating
how the three parameters we have identified as representative of the quality of the algorithmic
frameworks (i.e., accuracy, output complexity, and efficiency) are in general influenced by the
schematization error ε.
5.1 The manual Experiment
Section 3.1.1 presented algorithm ORS-A based on a discretization of the plane: given an origin
point σ = (x 0 , y0 ) ∈ R2 and a quantum γ ∈ R+ , the algorithm uses only the discrete points
{(x 0 ± γ · k 1 , y0 ± γ · k 2 ) | k 1 , k 2 ∈ N+ } for finding a schematization of a given input polygon P.
In our implementations of RS-A and OS-A (both derived from ORS-A), the discrete reference system is defined, for the sake of simplicity, by setting σ = p0 , where p0 is the first vertex of the input
polygon P, and γ equals the schematization error ε. Note that the choice of σ = p0 is essentially a
random choice on the reference system (as points in the inputs are not sorted nor drawn according
to a particular distribution), and hence this should not be a relevant source of bias.13 Rather, the
setting γ = ε guarantees that points in any approximation set fall within the tolerance zone. We
remark that, according to the definition of the schematization problem, algorithms RS-A and OS-A
require an error ε as input each time a polygon P taken from the input dataset is processed. On
12 Small
13 We

deviations in the obtained numbers are induced by the randomness of the generator.
discuss in Section 7 how to remove the said possible source of bias.
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the contrary, the addressed cavity decomposition problem does not consider such an input: in its
theoretical formulation, it takes as input a polygon P with holes, whereas in the practical context
of PCB design, it takes as input a dataset formed by a large set P of polygon with holes. This
implies that any algorithm designed for solving the cavity decomposition problem must take care
of an additional computational task—that is, to determine a reasonable error ε to be provided to the
schematization module.
In Figure 3, this step is shown to be the first task in the pipeline of the computational blocks that
are necessary to solve the cavity decomposition problem via schematization and decomposition.
Observe that such task results in being non-trivial since the error ε plays a fundamental role in
the cavity decomposition problem: in particular, its value directly impacts on the three parameters
we have identified as representative of the overall performance of the solution (accuracy, output
complexity, and efficiency).
In fact, increasing values of ε correspond to worsening accuracy and improved output complexity and efficiency. This follows by observing that, with a very large value of ε, a polygon P admits
a trivial, correct schematization consisting in its bounding-box bb (P ), which induces
• a very low accuracy, since the difference between the area of P and that of bb (P ) can increase
as ε increases;
• the optimal value for output complexity, since the decomposition is directly provided by
bb (P ), which is a single basic component;
• an optimal efficiency, since bb (P ) is clearly linear-time computable.
Symmetrically, it is easy to deduce that small values of ε lead to better accuracy and worse output
complexity and efficiency, as a very small value of the schematization error shrinks the tolerance
zone and, for a polygon P, may lead to a schematization Q with a very large number of edges
(mostly due to the presence of many staircases in Q). This implies obtaining
• a very high accuracy, since Q is a good approximation of P, and the difference between the
area of P and Q is very small;
• a high output complexity, since a small error probably causes many staircases that lead to a
large number of components in the final decomposition;
• a very low efficiency (high running time) due to a large number of points in the schematization and (hence) to a large number of components in the decomposition.
Due to such a complex dependency on the parameters of the performance of the considered algorithms, our experimental study includes a preliminary (pilot) experimentation called manual
experiment, whose aim is essentially twofold: (1) observing the trend of the three parameters as ε
varies and (2) analyzing/comparing the execution times of each involved module.
In particular, to the purpose, we focused on the board dataset and analyzed the shapes “by
hand” (i.e., by visualizing the dataset through a graphical interface). Then, accordingly, we defined
a set E of different errors that appeared to be reasonable and ran the three algorithms |E | times,
by using each time one different value of error ε ∈ E, for all polygons and holes in the considered
dataset. Our manual inspection of the board dataset suggested that reasonable values of ε, leading
to reasonable values of accuracy, were those in the range [20, 60]. Hence, to evaluate the response
of the algorithms’ behavior to changes of ε, we decided to test values of ε obtained by starting
with ε = 1 and by doubling it eight times up to a maximum value of ε = 128, thus obtaining a
set E such that |E | = 8. It is worth to remark that selecting ε in the preceding way is an activity
(possibly human driven) that can be error prone, especially when the geometrical objects in a
dataset are rather heterogeneous in size (and/or difficult to visualize). Moreover, such an activity,
for properly defining sets of errors for a single dataset, might be highly time consuming, thus
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making the approach infeasible in the real world, since the aim is to define best practices for a
fully automated cavity model solver.
Given the preceding discussion, Algorithm 1 provides the pseudo-code of CDP-RA used in the
manual experiment, when the algorithm is applied to a dataset formed by many polygons with
holes with a common, fixed ε. The pseudo-codes of CDP-OA and CDP-MA are omitted since they can
be easily derived from Algorithm 1 as follows: for CDP-OA, replace the calls to the routines RS-A
and RD-A with OS-A and OD-A, respectively; for CDP-MA, just replace the call to the routine RS-A
with OS-A. Note that the set S returned by CDP-OA still contains basic components, but in this case
they are rectangles and triangles.
ALGORITHM 1: Pseudo-code of the CDP-RA algorithm, fixed error.
Input: A dataset P = {P 1 , P2 , . . . , Pk } containing polygons with holes, an error ε
Output: A set S of basic components (i.e., rectangles)
1 S ← ∅;
2 foreach Polygon Pi ∈ P do
3
Pi ← RS-A(Pi , ε );
4
Let Hi 1 , Hi 2 , . . . , Hi k be the holes of Pi ;
5
foreach Hole Hi j , j = 1, . . . , k do
6
Hij ← RS-A(Hi j , ε );
7
8
9
10
11

Q i ← adapter(Pi, Hi1 , Hi2 , ..., Hi );
k
Qi ← RD-A(Q i );
foreach e ∈ Qi do
S ← S ∪ {e};
return S

5.2 Analysis of the manual Experiment
The results of the manual experiment are reported in Table 2, where we show the performance
of CDP-OA, CDP-RA, and CDP-MA on the board dataset (cf. Table 1) in this context. In particular, we
report, for each employed value of ε (cf. column “Error”),
• the results of the schematization phase in terms of number of output polygons (#P) and vertices
(#V), total area-preservation error (%Aд (P), cf. Equation (1)), and execution time (Time);
• the results of the (corresponding) decomposition phase in terms of number of output polygons
(#P), vertices (#V), and execution time (Time);
• the total running time for solving the cavity decomposition problem.14
Concerning the three parameters of interest for our problem, Tables 2 and 3 highlight how they
are affected by the considered error. In general, the data confirm what was expected (cf. the analysis
given in Section 5.1), in particular, that both (i) Time, #P, and #V monotonically decrease as the
error increases and (ii) %Aд (P) monotonically increases as the error increases. An alternative view
of the data of Table 2 is given in Figure 14, where we show how output complexity and total time
spent by the algorithms change depending on the considered error. In particular, from the charts,
we can observe that output complexity and efficiency of the three algorithms are similar when
ε is large. This is probably because OS-A does not benefit of the third direction to be used in the
14 Note

that execution times of the adapter routine, invoked only when some output of the schematization phase is nonsimple, are included in the time for the schematization phase.

ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.

Combining Polygon Schematization and Decomposition Approaches

22:25

Table 2. Results of the manual Experiment on the board Dataset
(Running Times Expressed in Seconds)

Algo.

CDP-OA

CDP-RA

CDP-MA

Error
128.00
64.00
32.00
16.00
8.00
4.00
2.00
1.00
128.00
64.00
32.00
16.00
8.00
4.00
2.00
1.00
128.00
64.00
32.00
16.00
8.00
4.00
2.00
1.00

Schematization
#P
#V
Time
923
6,797
3.15
923
7,974
3.38
923
9,889
3.82
923
13,116
4.17
923
16,676
4.30
923
23,272
4.50
923
34,035
4.82
923
50,106
5.32
923
7,013
1.95
923
9,945
2.30
923
16,229
2.77
923
30,637
3.43
923
60,880
4.85
923 126,446
8.30
923 261,090 19.04
923 530,172 54.94
923
7,013
2.32
923
9,945
2.52
923
16,229
3.03
923
30,637
3.81
923
60,880
5.48
923 126,446
9.04
923 261,090 19.83
923 530,172 55.64

Decomposition
#P
#V
Time
5,225
19,280
1.28
6,416
23,311
1.34
15,313
54,734
7.42
22,419
78,864
11.47
30,746
106,769
19.69
45,782
156,958
41.93
70,680
240,471
98.78
106,855
362,512
243.57
5,127
20,508
27.83
6,993
27,970
35.92
10,492
41,968
62.03
18,839
75,356
165.26
35,573
142,292
631.24
71,935
287,740
3,162.00
144,376
577,504 13,207.58
290,811 1,163,244 57,303.30
5,322
21,288
2.74
7,335
29,336
7.31
11,263
45,052
12.02
20,925
83,700
33.26
40,343
161,372
107.60
83,012
332,048
381.60
168,657
674,628
1,185.42
342,877 1,371,508
4,634.90

Time
4.43
4.72
11.23
15.64
24.00
46.43
103.60
248.90
29.78
38.22
64.79
168.69
636.09
3,170.30
13,226.62
57,358.24
5.06
9.83
15.05
37.06
113.08
390.64
1,205.24
4,690.54

schematization when the error is large with respect to the size of the most part of the input dataset.
From the same panel, it is evident that CDP-OA significantly outperforms both CDP-RA and CDP-MA
in terms of running time for any value of the error. Concerning output complexity, CDP-OA is the
best choice for small values of ε, whereas CDP-RA and CDP-MA are better in the opposite case. To
summarize, the outcomes of the manual experiment can be summarized as follows:
• As the error varies, the trend of the three parameters (accuracy, output complexity, and
efficiency) is as expected, namely increasing values of error correspond to lower accuracy,
lower output complexity, and higher efficiency (and vice versa).
• Both CDP-RA and CDP-MA show huge and not practical running times for small values of the
error.
• For small values of the error, the execution time related to the schematization phase is significantly lower than that taken by the decomposition phase.
• CDP-OA seems to be a good candidate for solving the cavity decomposition problem.
However, a specific observation about the measure %Aд (P) must be done here. By assuming
a fixed schematization error ε to be used for all the input polygons in P, in the experiment it is
possible to notice only the variation of %Aд (P) as the schematization error varies, whereas its
values are not representative at all. In fact, let us consider the following scenario: assume that a
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Table 3. Details on Schematization Outputs with Respect
to %Aд (P) and Execution Time (Measured in Seconds)
Algo.

OS-A

RS-A

Error
128.00
64.00
32.00
16.00
8.00
4.00
2.00
1.00
128.00
64.00
32.00
16.00
8.00
4.00
2.00
1.00

Schematization
%Aд (P)
Time
4.00
3.15
1.33
3.38
0.78
3.82
0.48
4.17
0.21
4.30
0.17
4.50
0.09
4.82
0.06
5.32
2.53
1.95
1.66
2.30
0.90
2.77
0.54
3.43
0.23
4.85
0.19
8.30
0.10
19.04
0.06
54.94

Fig. 14. Number of output polygons (a) and running time (b), respectively, of CDP-OA, CDP-RA and CDP-MA, as
the error increases, on the board dataset (manual experiment, cf. Table 2). Panels (c) and (d) show the same
results for large values of ε only.

quite large set of input polygons P  = {P1 , P2 , . . . , Pt } ⊂ P containing small polygons, compared
to average size of the elements of P, is given. Suppose also that ε is quite large with respect to
each polygon in P  so that each element in this set is poorly schematized and with a large total
area-preservation error when such an error is computed only with respect to P . Despite this, it is
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possible that the value of %Aд (P) results to be acceptable (i.e., below a certain threshold defined by
the practitioners in the PCB design field) because the high error of %Aд (P  ) is compensated by very
small schematization errors about a few large polygons in P \ P . In Section 6.1, we discuss how to
overcome this limit and introduce an automated routine to determine ε, based on the observations
achieved in this section.
6 WORKHORSE EXPERIMENT
In the previous section, we discussed how a manual definition of ε is not suited for being used in
a fully automated cavity model solver.
Therefore, in this section, we first define, and experimentally evaluate, a systematic approach
for determining the approximation error as a function of the geometric properties of a given input
shape. We will show how this method constitutes a fundamental element of a fully automated
cavity model solver;. Second, we more thoroughly experimentally evaluate the behavior of the
three considered algorithms when the automated procedure is employed.
In particular, in Section 6.1, we provide and describe a procedure, named self-ad-algo, that
takes as input a polygon P and computes a “reasonable” choice for the error ε to be used for
schematizing P. Then, in Sections 6.2 and 6.3, we present the results of an extensive experimentation (workhorse experimentation), named the auto experiment, on the three considered algorithms, when equipped with such procedure, on both the board dataset and on randomly generated
datasets.
Our experimental evaluation has manifold purposes: (1) to provide a complete, fully automated
method for solving the cavity decomposition problem (and hence to be used for geometrical processing of cavities, necessary to the application of the cavity model), that does not need an input
value of error; (2) to investigate the behavior of the considered algorithms when the automated
procedure is employed; (3) to evaluate how algorithms scale against input size (number of shapes)
and complexity (average number of vertices per shape).
6.1

On the Automated Computation of ε

The idea underlying our method for computing ε is based on the automated analysis of the geometric properties of each of the considered shapes. Note that treating different geometric objects
with different values of error that depends on their structure has the main benefit of providing
a trade-off between accuracy, output complexity, and efficiency. In particular, we will discuss in
the following how using small values of error to obtain high accuracy lead to huge, not practical,
running times. It is worth to remark here that, to the best of our knowledge, there is no standard
way of defining an error, to achieve accuracy, on the basis of the sole characteristics of the geometric objects. However, we will show in the experimental section how our strategy provides quite
practical trade-offs.
Our method is based on the following rationale. Given a simple polygon P, to obtain a highaccuracy schematization, a reasonable choice of ε, intuitively, should fall on a value such that the
tolerance zone is as close as possible to the polygon in all (or in the majority of) its points, and
in particular its ideal value should be very close to zero. However, this choice is impractical, as it
would lead to a C-oriented polygon having a very large number of segments and vertices, and thus
to an unsustainable computational effort necessary to schematize the input and to an according
impractical running time (observe that it is easy to picture curves that cannot be approximated with
a finite number of polygonal lines with ε = 0). Hence, the selected ε cannot be too close to zero,
especially in the rectilinear scenario where the staircase phenomenon occurs much more often.
That said, a good selection of ε should also consider, in the context of the cavity decomposition
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problem, that the output of the schematization phase should consist as much as possible of simple
polygons. In fact, the output of the schematization must undergo a decomposition process, and
the decomposition modules (OD-A and RD-A, respectively) take as input simple polygons, and the
schematization components (OS-A and RS-A, respectively) can produce non-simple polygons as
output. Therefore, avoiding intersecting tolerance zones should be another important factor to
consider in the selection mentioned here (to reduce the computational overhead induced by the
adapter routine that fix non-simple schematized outputs).
By the preceding considerations, for the purpose, we define a parametrical choice of ε that (i)
determines how “far,” pairwisely, are the segments of the considered geometric object, in terms of
Euclidean distances; (ii) accordingly defines ε as a function of the distribution Δ of such distances,
to create resulting tolerance zones that intersect as little as possible.
In particular, given a permille value q ∈ [0, 1, 000], ε is selected to be a fraction (smaller than
|Δ |
· q. This is done with the
one half suffices) of the k-th value of the distribution, where k =  1000
following rationale: if one chooses the minimum (q = 0) among all possible values of pairwise
distances, then the resulting schematization will be simple, as the approximation sets will be disjoint, pairwisely. Progressively higher values of q, in this sense, correspond to a relaxation to this
behavior and induce a higher number of intersections between approximating sets.
Note that adjacent segments of the considered polygons trivially are at zero Euclidean distance
one to another. For these segments, since we aim at computing non-zero values of ε, we consider
the Euclidean distance between their midpoints. The complete description of the procedure for
determining ε, according to the preceding discussion, is summarized in Algorithm 2.

ALGORITHM 2: Pseudo-code of the self-ad-algo algorithm.
Input: A simple polygon P, a quantile value q ∈ [0, 1, 000]
Output: An error ε to be used for schematizing P
1 Let Δ be an empty array;
2 foreach Segment i of P do
3
foreach Segment j of P such that j  i do
4
d ← Euclidean distance between i and j;
5
if d  0 then
6
Add d to Δ;
7
else
8
d ← Euclidean distance between the midpoints of i and j;
9
Add d to Δ;
10 Sort Δ in non-decreasing order;
11
12
13

|Δ |
q ←  1000
· q;
ε ← 0.45 · Δ[q];
return ε

Algorithm 3, instead, provides the pseudo-code of CDP-RA when the error is computed via
self-ad-algo. The corresponding pseudo-codes of CDP-OA and CDP-MA are not described since
they can be easily derived from Algorithm 3 as follows: for CDP-OA, it suffices to replace the calls
to routines RS-A and RD-A with calls to OS-A and OD-A, respectively. Concerning CDP-MA, instead, it
is enough to replace the call to routine RS-A with a call to OS-A. Note that set S returned by CDP-OA
still contains basic components, but in this case they are rectangles and octilinear triangles.
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ALGORITHM 3: Pseudo-code of the CDP-RA algorithm, error computed via self-ad-algo.
Input: A dataset P = {P 1 , P2 , . . . , Pk } containing polygons with holes
Output: A set S of basic components (i.e., rectangles)
1 S ← ∅;
2 foreach Polygon Pi ∈ P do
3
εi ← self-ad-algo(Pi );
4
Pi ← RS-A(Pi , εi );
5
Let Hi 1 , Hi 2 , . . . , Hi k be the holes of Pi ;
6
foreach Hole Hi j , j = 1, . . . , k do
7
εi j ← self-ad-algo(Hi j );
8
Hij ← RS-A(Hi j , εi j );
9
10
11
12
13

Q i ← adapter(Pi, Hi1 , Hi2 , . . . , Hi );
k
Qi ← RD-A(Q i );
foreach e ∈ Qi do
S ← S ∪ {e};
return S

6.2 On the Determination of q
In this section, we present the first part of the results of the auto experiment. In such scenario,
we execute the three algorithms on the board dataset when ε is computed via self-ad-algo. In
particular, we consider different values for parameter q, required by self-ad-algo, namely q ∈
[10, 20, 40, 80, 160, 320]. This is done to evaluate the response of the three algorithms’ performance
to changes in q, and hence to ε computed by self-ad-algo, with the purpose of establishing a
suitable value of q to be used in a fully automated setting.
The results of this experiment are summarized in Table 4, where we show the performance of
CDP-OA, CDP-RA, and CDP-MA for each considered value of q, when self-ad-algo is employed to
compute the error to be used for each shape. Note that the average of these values of error, over
the entire dataset, is denoted by ε and is reported in the third column of the table, for each value
of q.
The main observation that can be derived by the data in Table 4 is that the approximation gets
worse as the quantile q increases and symmetrically improves as q decreases (cf. Figure 15). This
confirms the effectiveness of the self-ad-algo routine, which is able to automate the computation
of ε on the basis of the geometric properties of the shapes and to provide different trade-offs in
output, as a function of q. Another observation that is worth highlighting is that both computational time and number of polygons of the decomposition increase as q decreases (cf. Figure 16).
This is as well another expected behavior, since small errors induce more carefully approximated
shapes, at the price of more computational effort. Hence, we believe that our self-ad-algo routine can be considered an effective building block of a fully automated cavity model solver, whose
performance parametrically depends on q.
To finalize our analysis, we aim at establishing an advisable value of q to use, regardless of the
polygon to schematize. In this direction, we recall that in the board dataset, polygons having area
below a given threshold are typically disregarded since they essentially have no effects in terms
of electromagnetic interference.
For the same reason, in what follows, we consider as acceptable, with respect to the accuracy, any
approximation error able to maintain the total area-preservation error %Aд (P) below a threshold
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Table 4. Results of the auto Experiment: Algorithms CDP-OA, CDP-RA, and CDP-MA on the board Dataset
with q ∈ {10, 20, 40, 80, 160, 320} (Running Times Expressed in Seconds)
Algo.
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA

q

ε

320

46.06

160

16.86

80

7.27

40

3.50

20

1.98

10

1.41

Schematization
#P
#V
%Aд (P)
923
10,793
34.80
923
18,077
27.93
923
18,077
27.93
923
14,674
8.90
923
33,804
8.04
923
33,804
8.04
923
19,724
3.45
923
248,054
3.37
923
248,054
3.37
923
28,994
2.43
923
340,745
2.41
923
340,745
2.41
923
44,640
1.92
923
601,583
1.90
923
601,583
1.90
923
72,836
1.70
923 1,274,796
1.70
923 1,274,796
1.70

Time
78.11
76.91
77.67
78.02
77.14
78.10
77.82
151.75
153.34
77.49
156.07
158.33
79.67
187.79
191.23
79.90
354.34
362.37

Decomposition
#P
#V
Time
18,941
65,748
8.45
19,744
78,976
184.58
20,564
82,256
18.63
31,772
109,667
36.75
28,902
115,602
429.86
30,764
123,013
50.97
47,150
161,479
66.38
94,261
377,044 48,550.93
99,403
397,612
2,866.65
68,548
232,843
113.71
150,541
602,164 55,506.20
165,227
660,908
4,089.66
110,302
371,773
234.56
349,104 1,396,416 149,973.16
390,242 1,560,968 12,646.25
173,601
582,911
437.52
718,423 2,873,692 363,895.23
829,160 3,316,640 37,697.54

Time
86.56
261.49
96.30
114.78
507.00
129.07
144.20
48,702.68
3,019.99
191.20
55,662.28
4,247.99
314.23
150,160.94
12,837.49
517.42
364,249.57
38,059.91

Fig. 15. %Aд (P) computed by OS-A and RS-A, as the selected q (hence the error) increases, on the board
dataset (auto experiment, cf Table 4).

of 2%. This is a guideline defined thanks to empirical observations of practitioners of the field. In
more detail, according to Table 4, this implies that any quantile q ∈ [1, 20] is advisable in this sense.
Conversely, any higher value for q in our experiment (e.g., q = 40) leads to an unacceptable overall
approximation (for q = 40, %Aд (P) is between 2.79 and 2.85 for all algorithms).
By recalling that the smaller the error, the worse both output complexity and efficiency, from
this experiment we deduce that a suited value of q should be around q = 20 when the algorithms
process data from a real PCB. On top of that, Figure 16 shows that CDP-OA is always the best
algorithm in terms of both output complexity and efficiency. In the next section, we will present
the results of a further experimentation, conducted on different geometric datasets, to confirm the
preceding observations.
6.3

Experiments on Random Datasets

In this section, we present the second part of the results of the auto experiment. In particular,
Tables 5 and 6 report the results of the execution of the three algorithms on random datasets. The
purpose of this experiment is twofold and consists in the will of
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Fig. 16. Number of output polygons (a) and total running time (b), respectively, of CDP-OA, CDP-RA, and
CDP-MA, as the selected q (hence the error) increases, on the board dataset (auto experiment, cf. Table 4).
Table 5. Results of the auto Experiment: algorithms CDP-OA, CDP-RA, and CDP-MA on Random Datasets
{rnd1 , rnd2p , rnd3p , rnd4p , rnd5p , rnd6p , rnd7p } When q = 20 (Running Times Expressed in Seconds)
Input
rnd1

rnd2p

rnd3p

rnd4p

rnd5p

rnd6p

rnd7p

Schematization
Decomposition
Time
#P
#V
%Aд (P) Time
#P
#V
Time
CDP-OA
43
6,155
0.96
0.37
9,099
30,376
6.67
7.04
CDP-RA 119.31
43
15,338
0.84
1.62
6,769
27,076
43.68
45.30
CDP-MA
43
15,338
0.84
1.65
7,227
28,908
3.65
5.29
CDP-OA
95
10,553
0.93
0.62 16,426
54,470
7.34
7.96
CDP-RA 87.32
95
30,202
1.02
2.20 13,277
53,108
72.74
74.94
CDP-MA
95
30,202
1.02
2.26 14,093
56,372
6.69
8.95
CDP-OA
204
22,443
1.25
1.25 33,381
111,156
16.98
18.23
CDP-RA 104.11
204
64,967
1.19
4.92 28,103
112,412
185.51
190.42
CDP-MA
204
64,967
1.19
5.09 29,754
119,016
14.31
19.40
CDP-OA
396
48,385
1.06
2.71 69,619
232,045
45.13
47.85
CDP-RA 97.92
396
135,808
1.02 15.91 58,714
234,856
572.25
588.16
CDP-MA
396
135,808
1.02 16.32 61,797
247,188
46.00
62.32
CDP-OA
772
79,169
1.10
4.26 115,472
385,405
45.53
49.78
CDP-RA 100.98
772
222,690
1.12 15.39 97,250
389,000
436.50
451.89
CDP-MA
772
222,690
1.12 16.10 102,864
411,456
40.46
56.57
CDP-OA
1,584
205,623
1.02 10.45 305,832 1,019,123
225.68
236.13
CDP-RA 90.16 1,584
610,311
1.01 83.38 261,397 1,045,588 3,761.86 3,845.25
CDP-MA
1,584
610,311
1.01 85.83 275,540 1,102,160
247.36
333.19
CDP-OA
3,135
379,843
1.20 19.81 559,629 1,865,600
302.50
322.31
CDP-RA 95.94 3,135 1,084,315
1.14 245.10 468,805 1,875,220 3,947.33 4,192.43
CDP-MA
3,135 1,084,315
1.14 249.86 493,629 1,974,516
329.25
579.11
Algo.

ε

• confirming that the value q = 20, selected as advisable by the previous exploratory phase, is
an effective choice corresponding to a reasonable trade-off between accuracy, output complexity, and efficiency;
• performing a doubling experiment to evaluate how the algorithms’ performance scales
against both (1) the total number of shapes in the dataset and (2) the average number of
vertices per shape.
Concerning the value of q, our experiments confirm the observations of Section 6.2, highlighting
that employing q = 20 is enough to provide %Aд (P) below 2% in all instances, and a reasonable
trade-off in terms of the other parameters of interest. Thus, we conclude that this is the advisable
value to be adopted within a fully automated approach.
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Table 6. Results of the auto Experiment: Algorithms CDP-OA, CDP-RA, and CDP-MA on Random Datasets
{rnd1 , rnd2v , rnd3v , rnd4v , rnd5v , rnd6v , rnd7v } When q = 20 (Running Times Expressed in Seconds)
Input
rnd1

rnd2v

rnd3v

rnd4v

rnd5v

rnd6v

rnd7v

Algo.
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA
CDP-OA
CDP-RA
CDP-MA

ε
119.31

90.36

106.46

25.90

20.27

20.86

19.73

#P
43
43
43
47
47
47
44
44
44
48
48
48
44
44
44
48
48
48
50
50
50

Schematization
#V
%Aд (P)
6,155
0.96
15,338
0.84
15,338
0.84
6,934
1.01
19,976
0.72
19,976
0.72
10,184
0.72
28,101
0.87
28,101
0.87
43,822
0.63
129,515
0.70
129,515
0.70
53,394
0.50
151,661
0.64
151,661
0.64
67,787
1.06
175,492
1.06
175,492
1.06
84,951
1.70
211,891
1.71
211,891
1.71

Time
0.37
1.62
1.65
0.64
1.56
1.59
1.83
7.04
7.12
7.16
36.82
37.56
23.38
64.31
65.41
93.62
144.87
146.74
316.61
384.44
388.15

Decomposition
#P
#V
Time
9,099
30,376
6.67
6,769
27,076
43.68
7,227
28,908
3.65
10,731
35,603
5.52
8,791
35,164
51.75
9,273
37,092
4.08
15,589
51,934
16.99
12,925
51,700
398.89
13,559
54,236
21.79
68,680 228,109
96.38
49,225 196,900 1,910.99
56,128 224,512
127.68
83,259 277,133
124.43
56,388 225,552 2,297.44
64,742 258,968
155.49
109,609 365,049
165.63
68,172 272,688 2,409.21
79,354 317,416
165.24
143,341 478,251
184.94
89,741 358,964 1,707.28
105,175 420,700
135.18

Time
7.04
45.30
5.29
6.16
53.31
5.68
18.82
405.93
28.91
103.54
1,947.82
165.24
147.80
2,361.75
220.91
259.25
2,554.08
311.98
501.55
2,091.72
523.33

Regarding the scalability to larger and more complex inputs, in Figures 17 and 18 we can observe
a common behavior, which is both the size of the output (in terms of polygons), and the computational time increase with both the number of input shapes, called n in the following, and the
average number of vertices per shape, called v in the following. However, this dependency seem
to be more of different types. In fact, if we combine the results of Figures 17 and 18 with those of
Tables 5 and 6, we can observe that
• in the case of CDP-OA,
— when n increases from 20 to 1, 280 (i.e., when n is 64 times larger), the number of output
polygons increases by a factor of around 62 while the computational time increases by a
factor of around 46;
— when v increases from 19 to 1, 264 (i.e., when n is roughly 67 times larger), the number of
output polygons increases by a factor of around 16 while the computational time increases
by a factor of around 71;
• in the case of CDP-RA,
— when n increases from 20 to 1, 280 (i.e., when n is 64 times larger), the number of output
polygons increases by a factor of around 69 while the computational time increases by a
factor of around 92;
— when v increases from 19 to 1, 264 (i.e., when n is roughly 67 times larger), the number of
output polygons increases by a factor of around 13 while the computational time increases
by a factor of around 46;
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Fig. 17. How number of output polygons (a) and time (b) scale against the number of input shapes on random
datasets (cf. Table 5). Panels (c) and (d) show the same results for small values of the number of input shapes
only.

• in the case of CDP-MA,
— when n increases from 20 to 1, 280 (i.e., when n is 64 times larger), the number of output
polygons increases by a factor of around 68 while the computational time increases by a
factor of around 109;
— when v increases from 19 to 1, 264 (i.e., when n is roughly 67 times larger), the number of
output polygons increases by a factor of around 15 while the computational time increases
by a factor of around 99.
We can thus conclude that the impact of the change in the input size on the algorithms’ performance tends to be higher than the impact of the change in the average number of vertices.
Moreover, our data suggest that CDP-OA and CDP-MA’s performance tend to be less sensitive to
changes in input size with respect to CDP-RA, whereas that of CDP-RA seems to be less sensitive to
changes in the input complexity with respect to the other two.
In summary, our experimental analysis highlights that, on the one side, the algorithm to be preferred for a cavity model solver is always CDP-OA since, in all the considered scenarios, it produces
fewer polygons (having fewer vertices) and, on top of that, it takes less time, while providing quite
accurately schematized shapes. However, when the schematization is constrained to be rectilinear, CDP-MA represents a valid alternative, and in fact its performance is only slightly worse than
that of CDP-OA. Finally, CDP-RA remains the only known possibility when both schematization and
decomposition are constrained to admit rectilinear components only.
As an additional outcome, our experiments lead to considerations on the comparison between
module RD-A (corresponding to the algorithm proposed by Imai and Asano [17]) and module OD-A
(corresponding to the algorithm proposed by Cicerone and Di Stefano [7, 9]) when both are used
to decompose rectilinear polygons with holes. In particular, in Table 2, we observe that OD-A is between 5 and 10 times faster than RD-A while producing only between 4% and 17% more components.
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Fig. 18. How number of output polygons (a) and time (b) scale against the average number of vertices per
input shape on random datasets (cf. Table 6). Panels (c) and (d) show the same results for small values of the
average number of vertices per input shape only.

Similar conclusions can be drawn by the data in Table 4, where we observe that OD-A is between
8 and 16 times faster than RD-A while producing only between 4% and 12% more components.
7 CONCLUSION
In this work, we have proposed the first study concerning the definition of effective solutions for
the cavity decomposition problem. This problem is relevant to modern electronic CAD systems,
when the Cavity Model is used to detect the generation and propagation of electromagnetic noise
into multi-layer PCBs.
We have presented three algorithms, named CDP-OA, CDP-RA, and CDP-MA, which are based on
different combinations/extensions of existing polygon schematization and decomposition techniques and on a suitable tuning of implementations and parameters.
Since the presented solutions are not suited for being compared on a theoretical basis, we have
provided an extensive experimental evaluation, employing both real-world and random data, to
assess their effectiveness. In this regard, the algorithms’ performance has been evaluated in terms
of trade-offs between accuracy, output complexity, and efficiency, which represent three key parameters in evaluating solutions for the considered problem.
The results of our experimental study can be summarized as follows. On the one side, the algorithm to be preferred for a cavity model solver is always CDP-OA. However, when the schematization is constrained to be rectilinear, CDP-MA represents a valid alternative. Finally, CDP-RA remains
the only known possibility when both schematization and decomposition are constrained to admit
rectilinear components only (e.g., [3]).
The preceding outcomes of this work suggest some major future research directions:
• To design more general/efficient polygon schematization algorithms that are able to
preserve simplicity while at the same time optimizing the criteria of interest for the cavity
decomposition problem.
ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.

Combining Polygon Schematization and Decomposition Approaches

22:35

• To define new schematization problems/algorithms incorporating additional optimization
objectives (e.g., to avoid or minimize the presence of certain angles in the schematized
polygon that would later produce too many components to be processed in the subsequent
decomposition process), or exhibiting worst-case guarantees also on the amount of shared
area.
• To find more effective methods to automatically compute ε for the task of producing highly
accurate schematized polygons. This might take into account other geometrical properties
to reduce schematization times while preserving accuracy and low output complexity.
• To extend the investigation presented in this article to consider more orientations, which
might be relevant for applications (e.g., see [32]) where schematization is not constrained
to be rectilinear/octilinear as in our case.
On top of that, it would be interesting to strengthen the contributions presented in this article
by doing the following:
• Consolidating the experimental evaluation to (i) consider also alternative generation methods for random simple input polygons (e.g., based on triangulation), (ii) to incorporate
hybrid-random inputs [27] (obtained by randomly perturbing real-world inputs), or (iii) to
employ other real-world datasets.
• Implementing and/or adapting to the cavity decomposition domain other techniques for
schematization (e.g., [3, 4, 40, 41]) and comparing, experimentally, the results obtained here
with those that could be obtained by such methods, in terms of schematization. In this sense,
an example of promising direction could be to adapt the algorithm of Buchin et al. [4] to
drop the simplicity/area-preservation requirements and by keeping the O (n log n) running
time (similar to Visalingham-Whyatt’s algorithm, see [41]), or even in linear time if only a
local distance threshold is important (similar to Tutić [40]).
• Executing some additional experiments with the aim of establishing if there exists a relationship between the choice of σ , made by our schematization blocks, and the observed
performance. Depending on the outcome of this experimentation, it would be interesting
to understand whether suited policy of selection of σ can be defined (with optimization
purposes).
• Evaluating computed solutions for the cavity decomposition problem in practical circumstances, such as by using real-world commercial model solvers.
REFERENCES
[1] Pankaj K. Agarwal and Micha Sharir. 2000. Arrangements and their applications. In Handbook of Computational
Geometry. Elsevier, 49–119.
[2] Pierre Alliez and Andreas Fabri. 2016. CGAL: The computational geometry algorithms library. In Proceedings of the
Special Interest Group on Computer Graphics and Interactive Techniques Conference (SIGGRAPH’16). ACM, New York,
NY, Article 8, 8 pages.
[3] Quirijn W. Bouts, Irina Kostitsyna, Marc J. van Kreveld, Wouter Meulemans, Willem Sonke, and Kevin Verbeek. 2016.
Mapping polygons to the grid with small Hausdorff and Fréchet distance. In Proceedings of the 24th Annual European
Symposium on Algorithms (ESA’16). Article 22, 16 pages.
[4] Kevin Buchin, Wouter Meulemans, André van Renssen, and Bettina Speckmann. 2016. Area-preserving simplification
and schematization of polygonal subdivisions. ACM Transactions on Spatial Algorithms and Systems 2, 1 (2016), Article
2, 36 pages.
[5] Xiuzhen Cheng, Ding-Zhu Du, Joon-Mo Kim, and Lu Ruan. 2005. Optimal rectangular partitions. In Handbook of
Combinatorial Optimization. Springer, 313–327.
[6] Serafino Cicerone and Matteo Cermignani. 2012. Fast and simple approach for polygon schematization. In Computational Science and Its Applications. Lecture Notes in Computer Science, Vol. 7333. Springer, 267–279.
[7] Serafino Cicerone and Gabriele Di Stefano. 2014. Decomposing octilinear polygons into triangles and rectangles. In
Discrete and Computational Geometry and Graphs. Lecture Notes in Computer Science, Vol. 8845. Springer, 18–30.
ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.

22:36

S. Cicerone et al.

[8] Serafino Cicerone, Antonio Orlandi, Bruce Archambeault, Samuel Connor, Jun Fan, and James L. Drewniak. 2009. Cavities’ identification algorithm for power integrity analysis of complex boards. In Proceedings of the 20th International
Zurich Symposium on Electromagnetic Compatibility (EMC-Zurich’09). IEEE, Los Alamitos, CA, 253–256.
[9] Serafino Cicerone and Gabriele Di Stefano. 2019. Approximation algorithms for decomposing octilinear polygons.
Theoretical Computer Science 779 (2019), 17–36. https://doi.org/10.1016/j.tcs.2019.01.037
[10] Daniel Delling, Andreas Gemsa, Martin Nöllenburg, and Thomas Pajor. 2010. Path schematization for route sketches.
In Algorithm Theory—SWAT 2010. Lecture Notes in Computer Science, Vol. 6139. Springer, 285–296.
[11] David H. Douglas and Thomas K. Peucker. 1973. Algorithms for the reduction of the number of points required to
represent a digitized line or its caricature. Canadian Geographer 10, 2 (1973), 112–122.
[12] Ding-Zhu Du and Yanjun Zhang. 1990. On heuristics for minimum length rectilinear partitions. Algorithmica 5, 1
(1990), 111–128.
[13] Stephane Durocher and Saeed Mehrabi. 2012. Computing partitions of rectilinear polygons with minimum stabbing
number. In Computing and Combinatorics. Lecture Notes in Computer Science, Vol. 7434. Springer, 228–239.
[14] David Eppstein. 2010. Graph-theoretic solutions to computational geometry problems. In Graph-Theoretic Concepts in
Computer Science. Springer, 1–16.
[15] Leonard A. Ferrari, Pathamadi V. Sankar, and Jack Sklansky. 1984. Minimal rectangular partitions of digitized blobs.
Computer Vision, Graphics, and Image Processing 28, 1 (1984), 58–71.
[16] John E. Hopcroft and Richard M. Karp. 1973. An n 5/2 algorithm for maximum matchings in bipartite graphs. SIAM
Journal on Computing 2, 4 (1973), 225–231. https://doi.org/10.1137/0202019
[17] Hiroshi Imai and Takao Asano. 1986. Efficient algorithms for geometric graph search problems. SIAM Journal on
Computing 15, 2 (1986), 478–494.
[18] Hiroshi Imai and Masao Iri. 1986. Computational-geometric methods for polygonal approximations of a curve. Computer Vision, Graphics, and Image Processing 36, 1 (1986), 31–41.
[19] J. Mark Keil. 2000. Polygon decomposition. In Handbook on Computational Geometry, J. R. Sack and J. Urrutia (Eds.).
Elsevier Science, 491–518.
[20] Y. Kurozumi and W. A. Davis. 1982. Polygonal approximation by the minimax method. Computer Graphics and Image
Processing 19 (1982), 248–264.
[21] Guang-Tsai Lei, Robert W. Techentin, and Barry K. Gilbert. 1999. High-frequency characterization of power/ground
plane structures. IEEE Transactions on Microwave Theory and Techniques 47 (1999), 562–569.
[22] W. T. Liou, J. J. Tan, and R. C. Lee. 1989. Minimum partitioning simple rectilinear polygons in O (n log log n)-time. In
Proceedings of the 5th Annual Symposium on Computational Geometry (SCG’89). ACM, New York, NY, 344–353.
[23] Witold Lipski. 1983. Finding a Manhattan path and related problems. Networks 13, 2 (1983), 399–409.
[24] Witold Lipski. 1984. An O (n log n) Manhattan path algorithm. Information Processing Letters 19, 2 (1984), 99–102.
[25] Maarten Löffler and Wouter Meulemans. 2017. Discretized approaches to schematization. In Proceedings of the 29th
Canadian Conference on Computational Geometry (CCCG’17). 1–6.
[26] Sudipta Maity and Bhaskar Gupta. 2015. Cavity model analysis of 30◦ -60◦ -90◦ triangular microstrip antenna. AEU:
International Journal of Electronics and Communications 69, 6 (2015), 923–932. https://doi.org/10.1016/j.aeue.2015.02.
012
[27] Catherine C. McGeoch. 2012. A Guide to Experimental Algorithmics. Cambridge University Press.
[28] Damian Merrick and Joachim Gudmundsson. 2006. Path simplification for metro map layout. In Graph Drawing. Lecture Notes in Computer Science, Vol. 4372. Springer, 258–269.
[29] Wouter Meulemans. 2016. Discretized approaches to schematization. arXiv:1606.06488. http://arxiv.org/abs/1606.
06488.
[30] Nanju Na, Jinseong Choi, Sungjun Chun, Madhavan Swaminathan, and Jegannathan Srinivasan. 2000. Modeling and
transient simulation of planes in electronic packages. IEEE Transactions on Advanced Packaging 23, 3 (2000), 340–352.
[31] Gabriele Neyer. 1999. Line simplification with restricted orientations. In Algorithms and Data Structures. Lecture Notes
in Computer Science, Vol. 1663. Springer, 13–24.
[32] Soeren Nickel and Martin Nöllenburg. 2020. Towards data-driven multilinear metro maps. In Diagrammatic Representation and Inference, Ahti-Veikko Pietarinen, Peter Chapman, Leonie Bosveld-de Smet, Valeria Giardino, James Corter,
and Sven Linker (Eds.). Springer International, Cham, Switzerland, 153–161.
[33] M. Nollenburg and A. Wolff. 2011. Drawing and labeling high-quality metro maps by mixed-integer programming.
IEEE Transactions on Visualization and Computer Graphics 17, 5 (2011), 626–641.
[34] Tatsuo Ohtsuki. 1982. Minimum dissection of rectilinear regions. In Proceedings of the IEEE International Symposium
on Circuits and Systems.
[35] T. Okoshi. 1985. Planar Circuits for Microwaves and Lightwaves. Springer-Verlag. https://doi.org/10.1007/978-3-64270083-5

ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.

Combining Polygon Schematization and Decomposition Approaches

22:37

[36] Jeremy G. Siek, Lie-Quan Lee, and Andrew Lumsdaine. 2002. The Boost Graph Library: User Guide and Reference Manual.
Pearson/Prentice Hall.
[37] Tomás Suk, Cyril Höschl IV, and Jan Flusser. 2012. Decomposition of binary images—A survey and comparison. Pattern
Recognition 45, 12 (2012), 4279–4291.
[38] Madhavan Swaminathan, Kim Joungho, Istvan Novak, and James P. Libous. 2004. Power distribution networks for
system-on-package: Status and challenges. IEEE Transactions on Advanced Packaging 27, 2 (2004), 286–300.
[39] Jerry Swan, Suchith Anand, J. Mark Ware, and Mike Jackson. 2007. Automated schematization for web service applications. In Web and Wireless Geographical Information Systems. Lecture Notes in Computer Science, Vol. 4857. Springer,
216–226.
[40] Dražen Tutić. 2009. Area preserving cartographic line generalization. Kartografija i Geoinformacije 8 (June 2009),
85–100.
[41] M. Visvalingam and J. D. Whyatt. 1993. Line generalisation by repeated elimination of points. Cartographic Journal
30, 1 (1993), 46–51. https://doi.org/10.1179/000870493786962263

Received September 2019; revised March 2021; accepted April 2021

ACM Transactions on Spatial Algorithms and Systems, Vol. 7, No. 4, Article 22. Publication date: August 2021.

